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Abstract

Text is the most prevalent form of unstructured data in industry and makes up the vast
majority of what enterprises record, analyse and act upon. This data routinely accumulates in
enormous volumes with no inherent organisation, far beyond what manual inspection can cover.
Clustering is often the first step in analysing this incoming data since it provides initial insight
into a corpus’s underlying structure and organises it into manageable semantic groups. These
methods, however, face a major limitation. Clustering lacks a single correct solution because
corpora can inherently be organised across diverse semantic clustering criteria such as domain,
intent, or emotion. An ideal corpus clustering, therefore, depends on specific criteria that standard
clustering algorithms do not integrate. Evaluation of text clustering faces the same problem, as
existing methods are blind to the intended criterion.

This thesis asks whether the natural language reasoning ability of Large Language Models,
given a one-sentence statement of that criterion, can evaluate and ultimately produce a semantically
coherent clustering of an unlabelled corpus. We answer this question by introducing two new
algorithms: the codebook judge and the CLEAR algorithm. The codebook judge evaluates
any candidate clustering without the need for ground-truth labels by generating a criterion-
conditioned reference clustering and scoring candidates against it. Its scores reach a median
Spearman correlation of 40.87 with benchmark-label agreement across 19 corpora, after accounting
for what geometric label-free metrics measure.

The clustering algorithm, CLEAR (Clustering with LLM Evaluation And Repair), constructs
eight candidate clusterings over the encoded documents and uses a Large Language Model to
select the strongest candidate and apply post-processing. When compared against 19 benchmarks’
best published result, with the encoder and language model matched to those of the record holder,
it wins 8 of 19 benchmarks in normalised mutual information and 9 of 19 in clustering accuracy,

at a cost of roughly one cent per 100 clustered documents.

Keywords: text clustering, large language models, label-free evaluation, LLM-as-a-judge, clus-

tering criteria, unsupervised learning
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Chapter 1

Introduction

1.1 Text Clustering

Text clustering is the unsupervised organisation of unstructured documents into semantically
cohesive groups. Natural language data remains one of the most abundant types of unstructured
data in industry and handling massive, unorganised corpora of documents has become a central
problem as industry and academia rely more on Large Language Models (LLMs), since LLMs
both consume curated text corpora and produce new text at a scale no human team can read, let
alone organise.

When confronted with a raw corpus of text, the fundamental first question is consistently “What
is its underlying structure?” Clustering answers this by partitioning the data into manageable
categories in a completely unsupervised way and is therefore essential as a first step in many
analytics pipelines. Typical use cases include everything from grouping news articles into stories
and organising customer feedback by issue, to analysing large collections of chatbot conversations
and clustering legal documents in litigation, and even exposing coordinated misinformation
campaigns on social media.

The fundamental difficulty of applying clustering algorithms to text data is that multiple
ways to cluster a corpus can make sense semantically. The same collection of documents can
be clustered by different factors such as intent, domain, topic, sentiment, etc. These clustering

criteria can partition the same corpus in completely different, yet equally semantically valid ways.

1.1.1 Classical Methods

The classical approach to text clustering is a two-step process. First, an encoder is used to
transform a sentence or document into a fixed-dimensional vector, where semantically similar
sentences are placed close together in representation space and semantically dissimilar ones far
apart. In the second stage, a classical clustering algorithm partitions these vectors into a certain
number of groups (or clusters) purely based on the collective geometry of the embedded vectors
in their representation space. Both stages are underpinned by substantial fields of research and
are explored in detail in §2.1 and §2.2.

The field of computational text representation dates back to 1975 with “bag-of-words” methods

[Salton et al., 1975], and has since evolved through learned word vectors to more modern



transformer-based methods. The second stage draws on a longer-established field of research that
is not specific to text embeddings but can be applied to any kind of multi-dimensional data and
encompasses an array of algorithms developed over many years, including k-means, agglomerative

linkage, density methods, and graph community detection.

1.1.2 Challenges and Motivations

These two-stage classical methods completely separate semantic representation from the clustering
aspect of text clustering. The clustering algorithm only interacts with the vector coordinates.
It never reads the documents and has no notion of what the groups it produces semantically
represent, so whatever the encoder failed to express cannot be recovered later. This division
between the semantic and geometric stages, along with the broader task of unsupervised text
clustering, results in three main challenges.

The first challenge is that of underdetermination. Since a corpus can be clustered by many
possible clustering criteria (e.g. topic, domain, etc.), an encoder will always group that corpus
by many different criteria at once. The clustering algorithm then groups the data by whichever
criteria happen to dominate the geometry, which is rarely aligned with user intent. Aside from
fine-tuning the encoder itself, there is no direct way to encode the desired clustering criterion
into the geometry.

The second issue is granularity (the number of clusters). Most clustering algorithms require
knowledge of the number of clusters k in advance. Those that can infer the number of clusters
(§2.2.3) suffer from the same issue of underdetermination, where the intended granularity of
the clustering is inherently ambiguous and no semantically superior granularity exists. These
clustering algorithms start from the prior assumption that one correct granularity exists. This
assumption does not hold when clustering text. The granularity of a corpus is defined by the
analyst, and there is no underlying rule that determines this value.

The third challenge with classical unsupervised text clustering is that there is no valid
way to evaluate the quality of a clustering in production. The only available substitutes are
label-free geometric metrics (§2.3.1), which reward clusters that are compact and well-separated
in the embedding space. However, it has been well-documented that these break down in
the high-dimensional and complex embeddings of text corpora and consistently disagree with
human-referenced quality [Petukhova et al., 2025, Wang and Ye, 2025].

These are the main shortcomings of classical text clustering that the wider field on which this

work builds, LLM-in-the-loop clustering, attempts to overcome.

1.2 LLMe-in-the-Loop Text Clustering

LLM-in-the-loop text clustering algorithms attempt to bridge the gap between semantic represen-
tation and geometric clustering by leveraging the natural language reasoning ability of LLMs. Use
cases for LLMs in these algorithms include improving representation before clustering (§2.4.1),
guiding assignment during clustering (§2.4.2), and refining cluster boundaries after clustering
(§2.4.3). Some methods are even fully LLM-native, where all geometric clustering aspects of text

clustering are removed, and the LLM does all the work.



1.2.1 Significance

Since an LLM receives its instructions in the form of natural language, an LLM-in-the-loop
method could allow for a way to insert the clustering criterion into the clustering pipeline and
thereby address the issues described above. Little to no research has exploited this possibility,
although the issue is often acknowledged |[von Luxburg et al., 2012, Su et al., 2023, Zhang et al.,
2023b]. No published method takes an arbitrary one-sentence criterion and steers a whole pipeline
by it. These methods are also evaluated with benchmark labels that a deployed system does not
have, so there is no way to evaluate their performance in production by relying on non-geometric

signals.

1.3 Motivation

This work was carried out in collaboration with Chattermill, a company whose service analyses
customer feedback for large consumer businesses. In this context, the issues with current LLM-in-
the-loop methods are even more apparent. A client with a fully unlabelled corpus but a known
clustering criterion would have no way of inserting this criterion or even evaluating how well a
clustering worked outside of manual checking. For example, while a client may need customer
complaints grouped by specific product issues, a standard algorithm might default to clustering
them by general user intent if this dominates the generated geometry.

This work addresses these shortcomings in the current literature. Evaluation is addressed
first to establish label-free metrics that reliably align with human judgment. Granularity is then
addressed to determine whether the number of clusters k can be inferred or must be provided
as a user-controlled input. A clustering algorithm is then designed using the results of the first
two research questions and is compared to the published state of the art as a clustering method

against a variety of benchmarks.

1.4 Research Questions and Objectives

1.4.1 Research Question 1

Given only the criterion underlying a human-generated clustering of a corpus, do the scores of an
LLM acting as a judge correlate with human judgement? Is any such correlation more than a

restatement of what label-free geometric metrics already measure?

On real-world unsupervised datasets, clustering algorithms are not provided with labels to
evaluate performance, so there is no easy and reliable way to compare one clustering to another.
The only available label-free metrics are geometry-based (§2.3.1), and mostly reward compact,
well-separated geometry, which does not reflect how natural language data is distributed in
embedding space. Therefore, these geometry-based metrics have been shown to disagree with
human-referenced quality on text (§2.3.3).

LLMs have been validated as evaluators of generated text |Zheng et al., 2023|, but have
so far been shown to correlate with human judgement only to a limited extent on clustering

evaluation tasks [Hoyle et al., 2025|. A simple correlation with human judgement does not, by



itself, definitively indicate agreement with human annotators. If the LLM judge’s scores turn out
to be nothing more than a proxy for geometric compactness and separation, the evaluator will
fail in exactly the cases where the label-free geometric metrics already fail. As such, we control

for these label-free geometric metrics.

1.4.2 Research Question 2

To what extent can LLMs, given a clustering criterion, infer the granularity of purpose-built

human tazonomies from unlabelled data?

Most clustering algorithms require prior knowledge of the number of clusters k. Classical
methods (§2.2.3) that infer this value from the data directly make the primary assumption that
the dataset has a single granularity to recover in the first place. Natural language data does not
necessarily adhere to this assumption, and for a clustering benchmark corpus, the granularity is
fully decided by the human annotator together with the chosen clustering criterion. Nearly every
method surveyed in §2.4 avoids this issue by taking the ground-truth &k as given, which is not
available in deployment. The question is whether an LLM, given a certain clustering criterion, is

able to align with an annotator’s decision on granularity, given the same criterion.

1.4.3 Research Question 3

To what extent can an LLM, acting as both partitioner and judge, equipped with prior knowledge
of the clustering criterion, and inserted into the clustering pipeline, align unsupervised clustering

with the partitions humans would draw?

The methods reviewed in §2.4 show that inserting an LLM at one or more stages of the
clustering pipeline improves agreement with benchmark labels. However, as noted above, these
algorithms still have two main limitations. First, none of the methods attempts to include the
clustering criterion (intent, domain, etc.) itself into the clustering pipeline. Second, every method
relies on the same baseline geometric clustering of the corpus. This thesis attempts to draw on
language reasoning not only to improve the baseline clustering, but also to judge which clustering

to use in the first place.

1.4.4 Research Question 4

Can a single, general clustering algorithm, equipped with a stated criterion and a label-free LLM
Judge, match or exceed published LLM-in-the-loop methods across the published benchmark suite

when the encoder and language model are held equal?

For each benchmark discussed in this work, a single algorithm scores highest on each evaluation

metric. These algorithms are considered the state of the art but, importantly, can only be compared



against on a same-document, same-encoder, and same-LLM basis. As such, we use a different

configuration of the final algorithm for each comparison.

Chapter 2

Related Work

This chapter covers the current state of the art underpinning the research questions discussed
in this thesis as of September 2026. The survey of LLM-assisted clustering methods (§2.4-§2.6)
was compiled through an iterative keyword search of arXiv and the ACL Anthology, forward and
backward citation chasing from ClusterLLM [Zhang et al., 2023b|, and verification of reported
results against the original publications. Some of the discussed literature exists only as preprints,
and accordingly, claims resting on these are indicated by the citation form. Further, we carefully

considered only state-of-the-art results on a given benchmark from published research.

2.1 A Brief History of Text Representation

2.1.1 Sparse Features and Static Word Vectors

The earliest proposed method for computational text representation [Salton et al., 1975] was a
“bag-of-words” approach in which words in a sentence or paragraph are represented as sparse
points in a vocabulary-indexed vector space, where the dimensionality of the representation space
equals a chosen vocabulary length. Pointwise weighting schemes such as Term Frequency—Inverse
Document Frequency (TF-IDF) [Salton and Buckley, 1988| later refined this by weighting sparse
points by frequency in the document or sentence. Although these methods made retrieval and
clustering computationally feasible, they quantified text similarity only through exact overlap of
used words. In these representation spaces, semantically similar sentences phrased differently still
appear completely dissimilar which then makes semantic clustering infeasible.

The first attempt to address this semantic mismatch was Latent Semantic Analysis (LSA)
[Deerwester et al., 1990], which applies matrix factorisation (truncated singular value decompo-
sition) to the word-document count matrix to capture co-occurrence patterns that link words
used in similar contexts. By drastically reducing the available dimensions, the algorithm forces
words that frequently share the same surrounding vocabulary into grouped slots. Probabilistic
successors such as latent Dirichlet allocation later extended this idea [Blei et al., 2003].

A major leap in capturing semantic meaning came later with learned, dense word vectors.
Word2vec [Mikolov et al., 2013a,b| revealed that a shallow model trained to predict which words

appear near which others in a sentence yields vectors whose underlying geometry in representation



space encodes semantic regularity. This methodology was later expanded by algorithms such as
GloVe |[Pennington et al., 2014], which incorporates global co-occurrence statistics, and fastText
[Bojanowski et al., 2017|, which extends to sub-word units to include rare and misspelt words.
For document clustering purposes, the vectors to cluster are taken as the average of all the word
vectors in the document.

These approaches came with two main limitations, however. First, averaging word vectors in
a document loses all information about word order and document composition. Second, and most
importantly, the mapping from word or subword to its corresponding vector in the representation
space is static. This prevents the vector from adapting to the word’s surrounding context. These
limitations partly motivated the next generation of text-representation algorithms that are, at the

time of writing, still considered state-of-the-art methods: Transformer-Based Sentence Encoders.

2.1.2 Transformer-Based Sentence Encoders

Introduced by Google AI in 2018, the BERT encoder [Devlin et al., 2019] uses bi-directional
self-attention to produce a token representation that is conditioned on all other tokens in the
sentence (forward and backwards) to fully incorporate the context in which the token sits into its
vector representation. Although a major advance, BERT suffered from highly anisotropic token
vector representations [Ethayarajh, 2019]. The embedded vectors only occupy a very narrow cone
in representation space, making them difficult to discriminate and thus cluster by cosine distance.
Some early workarounds included post-hoc corrections to the representation space itself [Li et al.,
2020, Su et al., 2021].

However, a more substantial remedy to the issue of anisotropy came in training explicitly for
sentence-level similarity in which individual tokens are replaced with entire token sequences so that
the final representation places semantically similar sentences close together. These sentence-BERT
|[Reimers and Gurevych, 2019| encoders are trained by fine-tuning BERT-level encoders through
sentence-pair supervision (labelled example pairs of semantically similar sentences). Subsequently,
researchers expanded the fine-tuning data through a process known as contrastive learning, in
which semantically similar sentence pairs (question-answer pairs, perturbed versions of sentences,
paraphrasing, etc.) are pulled together, and semantically unrelated pairs are “pushed apart” in
representation space. SinCSE [Gao et al., 2021] showed that a remarkably simple version of this
methodology already yields strong sentence embeddings. Other sentence embedding models based
on similar contrastive fine-tuning approaches, such as E5 [Wang et al., 2022] and GTE [Li et al.,
2023|, also showed promising early performance.

In this work, the term “encoder” refers to these types of sentence embedders. These encoders
typically map to a vector space of anywhere between 384 and 1,024 dimensions and, at the time
of writing, form the representational base of what most modern text-clustering pipelines are built

on, with a few exceptions for encoder-free methods which are discussed in §2.4.4.

2.1.3 Instruction-Tuned Encoders

Another relatively recent improvement to sentence encoders which is particularly relevant to
semantic clustering is instruction-tuned encoders. The encoders discussed in §2.1.2 all have a

fixed, general-purpose notion of semantic similarity. This general notion is not task-specific and



is somehow learned from the general aggregate of its training data. An instruction-tuned encoder,
instead, accepts a natural-language description of the task together with its usual input and
conditions its geometry on this criterion without further fine-tuning.

Instruction-tuned encoders such as INSTRUCTOR [Su et al., 2023| allow the user to prepend
an instruction such as “Represent the sentence for topic clustering: ”. During its initial multi-task
training phase, the network learned to associate diverse natural language instructions with their
optimal target vector spaces. Because of this extensive prior training, a single frozen model
(weights fixed after training) produces embeddings dynamically adapted to the stated criterion.

Combined with a clustering algorithm, these instruction-tuned encoders enable domain-specific
clustering of a corpus. For example, given a corpus of customer feedback reports for a mobile
app, an instruction-tuned embedder could be given a criterion for which aspect of customer
feedback the user wants the corpus clustered. Instructed to represent the feedback reports for
clustering by topic rather than sentiment, the encoder should place two reports about the billing
system close together even if one praises the interface and the other complains about crashes.
The instruction-tuned embedder can thus shift which similarities the geometry emphasises and
thus allow for easier criterion-conditioned clustering down the line.

Instruction tuning is the advance most relevant to this thesis, but the broader field of sentence
encoders is much larger and moves quickly. The field includes a wide array of alternative models
and architectures, including LLM-based embedders [BehnamGhader et al., 2024, Muennighoff
et al., 2025, Lee et al., 2025a] and distilled encoders [Zhang et al., 2024a].

2.1.4 The MTEB Benchmark

The Massive Text Embedding Benchmark (MTEB) consolidates evaluations of many different
sentence encoders across various task types, including clustering. For clustering evaluation,
candidate encoders are evaluated by running the same simple clustering algorithm (mini-batch
k-means; §2.2.1) on fixed corpora and measuring agreement with reference human-generated

clusterings [Muennighoff et al., 2023], recently extended multilingually [Enevoldsen et al., 2025].

2.2 Classical Text Clustering

Classical (non-LLM) text clustering techniques rely on a well designed encoder to map a corpus to
an n-dimensional embedding space, in addition to classical geometry-based clustering algorithms.
These can vary in complexity and fall into four broad families: centroid-based, hierarchical,

density-based and graph-based methods.

2.2.1 Clustering Algorithms

e (Centroid methods assign each datapoint to a cluster defined by a central point, or centroid,
in the embedding space. The most widely used example is k-means [MacQueen, 1967, Lloyd,
1982|, which locally minimises within-cluster variance by iteratively assigning points to
their nearest centroid and updating each centroid to the mean of its assigned data points.

As results are initialisation-dependent, k-means is usually run several times, and its results



averaged. Another method of mitigating the dependence on random initialisation is the k-
means-+-+ algorithm [Arthur and Vassilvitskii, 2007|. It starts by choosing a single datapoint
randomly and iteratively adds new centroids by selecting from the remaining data points
with a probability proportional to their squared distance from the nearest existing centroid,
until all & initial centres are chosen. Careful seeding [Arthur and Vassilvitskii, 2007] and
mini-batch updates [Sculley, 2010] make k-means the default at scale. As it minimises within
cluster variance, k-means algorithms have an inherent bias towards spherical clusterings.
One alternative algorithm that mitigates this bias is Gaussian Mixture Models (GMMs).
These models allow for ellipsoidal (Gaussian) cluster shapes and enable soft assignment
by representing the underlying data points as weighted sums of multivariate Gaussian
distributions. GMMs are fitted through Expectation-Maximisation [Dempster et al., 1977].

e Hierarchy methods build a tree of merges starting from the bottom where each data point
is considered its own cluster and clusters are iteratively merged based on a chosen linkage
rule. Ward’s linkage, which merges the pair of clusters that least increases within-cluster
variance, is the standard choice for embeddings [Ward, 1963]. The tree is then cut at a

chosen level to yield a desired number of clusters.

e Density-based methods define clusters as high-density regions where points are only assigned
to their nearest cluster if they lie within a certain density threshold and unassigned points
in low-density regions are simply treated as noise or outliers. These methods allow for
arbitrarily shaped clusters. The most widely used examples are DBSCAN |Ester et al.,
1996| and its hierarchical successor HDBSCAN [Campello et al., 2013].

e Graph methods represent the data as connected nodes in which each point is connected to
its nearest neighbours (usually defined as points within some cosine similarity threshold or
k-nearest neighbours) as a graph network with edge weights. This graph is then partitioned
into well connected communities (clusters) where inter-community edges are dense and
intra-community edges are mostly sparse. This partition is usually achieved spectrally
whereby the weakest edges between regions are severed |[Ng et al., 2002, von Luxburg, 2007].
Another common approach is through bottom-up community detection, where communities
are built agglomeratively by starting at the level of individual nodes and progressively
merging them into larger structures based on some condition. The most common approach
here is Leiden clustering [Traag et al., 2019], where a partition is chosen in which modularity
is maximised. Modularity is the metric that defines how much more edge weight falls inside
communities than would be expected if the same nodes were connected at random. Leiden
clustering builds upon the previously developed Louvain clustering by mathematically
guaranteeing that all resulting communities remain internally connected, thereby preventing
arbitrarily disconnected sparse communities, which Louvain is known to produce [Blondel
et al., 2008].

2.2.2 Geometric Assumptions of Clustering Algorithms on Text Embeddings

Each family of clustering algorithms carries with it some inductive bias through assumptions of

the underlying data distribution. The k-means objective assumes compact, roughly spherical,



comparably sized clusters. Ward’s linkage in hierarchical clustering makes similar variance-based
assumptions, where clusters are merged to minimise the increase in within-cluster variance which
implicitly favours compact and similarly sized clusters. Gaussian mixtures somewhat relax
the cluster shape to ellipsoids, whereas density-based methods assume clusters separated by
low-density regions. These assumptions can be made for many different data types, and they thus
prove very useful by themselves in many relatively low-dimensional applications such as image
segmentation, bioinformatics, and customer profiling.

However, when it comes to clustering text representations in relatively high-dimensional
feature space, some of these methods break down. In spaces of hundreds of dimensions, distances
become less discriminative. The contrast between a point’s nearest and furthest neighbours
shrinks (Beyer et al., 1999, Aggarwal et al., 2001), and some points may therefore recur among
many other points’ nearest neighbours (hubness) which can distort the underlying neighbourhood
structure [Radovanovi¢ et al., 2010].

While many modern embedder frameworks, such as sentence-BERT models, partly resolve
the issue of extreme anisotropy of embedded text data through contrastive training, this data
still often exhibits complex topologies in embedding space rather than compact, easily separable
regions. Consequently, compactness-seeking objectives will often incorrectly fragment or merge
them. Early comparative studies on documents found different algorithm families trading places
in clustering quality depending on the specific characteristics of the corpus itself [Steinbach et al.,
2000]. There is therefore a practical “no free lunch” theorem for text clustering whereby no
single one of these classical geometric objectives is appropriate and works well across all types of
corpora.

A final major assumption of these algorithms is that the correct cluster structure is inherently
encoded in the data’s geometry. For the semantic clustering of text, this assumption fails.
Returning to the previous example, a corpus of customer feedback can be validly organised by
multiple criteria, such as intent, domain, sentiment, or phrasing. A single embedding space
captures all these aspects at varying strengths, but a purely geometric algorithm will simply recover
whichever structure happens to dominate the space. In this regime, classical clustering algorithms
have no input on which aspect of the corpus the clustering is based. Consequently, evaluating a
purely geometric algorithm against a single human-annotated benchmark is fundamentally flawed,
because the benchmark reflects only one of several valid human criteria. As von Luxburg et al.
[2012] argue, clustering objectives cannot be meaningfully evaluated apart from their intended
use.

To change the geometry of the encoded text data towards a specific clustering criterion, one
option is to fine-tune the embedder itself, such as through the use of instruction-tuned models.
This exact strategy of fine-tuning an embedder to increase downstream classical clustering
performance is what underpins an active field of research. Progress across this field is primarily
tracked by the MTEB benchmark discussed in §2.1.4, as a standard leader board for evaluation
of how well different encoders capture a given intended semantic clustering criterion. Another
strategy to overcome this anisotropy is to enhance the clustering algorithm itself by using the

language understanding of LLMs in the clustering loop (§2.4).



2.2.3 Estimating the Number of Clusters

The clustering algorithms in the previous section can be divided into two main categories: oracle-k
and non-oracle-k methods. Oracle-k methods, such as k-means, GMMSs, hierarchical methods,
and spectral clustering, require prior knowledge of the number of clusters in the distribution
(k). Methods such as DBSCAN/HDBSCAN and Leiden/Louvain clustering can automatically
infer this value by applying spatial density thresholds or by maximising the modularity score,
respectively.

In addition to these methods, many algorithms have been proposed to infer the intrinsic
granularity of datasets. A common approach to k-inference is a bottom-up “elbow” approach where
as k increases you stop at the point (the “elbow”) where adding more clusters stops significantly
reducing cluster spread and take this as your granularity [Thorndike, 1953]. Another approach is
simply to choose the granularity that maximises the silhouette score (§2.3.1) [Rousseeuw, 1987];
related criteria include the gap statistic [Tibshirani et al., 2001] and X-means [Pelleg and Moore,
2000]. Bayesian nonparametric mixture models treat the number of components as unknown
and infer it through Bayesian inference with a nonparametric prior over mixture components
[Antoniak, 1974, Rasmussen, 2000]. Finally, stability-based methods infer the & whose clusterings
are most reproducible across resamples of the data [Ben-Hur et al., 2002, von Luxburg, 2010].

These granularity estimation methods all rely on the core assumption that one true intrinsic
granularity exists for any given dataset. When it comes to text, this assumption is somewhat
relaxed. Text corpora can often be clustered at multiple granularities at once, depending on the
clustering criterion. For example, a corpus can have a relatively high granularity when clustered
for domain, but only have a small amount of clusters that correspond to intent. For benchmark
corpora with labelled cluster assignments, the target value of k is determined by the annotation
decisions of the researchers who made the benchmark rather than by an intrinsic property of
the embedding space, so algorithms designed to infer k are effectively estimating that choice
rather than recovering a uniquely correct number of clusters. Consequently, many modern text
clustering algorithms require prior knowledge of k (oracle-k), although exceptions exist. This

tension is exactly what research question 2 investigates.

2.3 Evaluation of Clusterings

Metrics for evaluating the quality of the clustering of a given dataset can be divided into two
main categories: label-free and label-based, where label-free metrics allow us to evaluate purely
on geometric grounds, while label-based metrics can only be used in addition to a ground-truth
clustering that is usually generated by researchers, which in the case of this thesis comes in the
form of benchmark datasets (§2.5).

2.3.1 Label-Free Evaluation Metrics

There are three main label-free evaluation metrics, with comparative studies finding no one index

superior across diverse data conditions [Arbelaitz et al., 2013]:

o The silhouette score is an effective metric to score how well separated and cohesive the

computed clusters are. It compares each point’s mean intra-cluster distance to its mean
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nearest-cluster distance averaged over all points in the dataset. This yields a score near
+1 when clusters are compact and well separated, near 0 when they overlap, and negative

when points are misassigned [Rousseeuw, 1987].

o The Caliriski-Harabasz (CH) index computes the ratio of between-cluster dispersion to
within-cluster dispersion, normalised by degrees of freedom for N data points and k clusters.
This metric is high and unbounded positive when clusters are dense and well-isolated, and

approaches zero when clusters are diffuse and overlapping [Caliniski and Harabasz, 1974].

o The Davies—Bouldin index evaluates each cluster exclusively against its most overlapping
neighbour. It calculates the maximum ratio of combined within-cluster scatter to centroid
separation for every cluster and then averages these worst-case scores. Scores approach
0 for compact and widely separated clusters and increase as clusters become diffuse or
overlapping [Davies and Bouldin, 1979|. It is therefore a measure of worst-case structural

overlap.

2.3.2 Label-Based Evaluation Metrics

The Adjusted Rand Index (ARI) takes all possible pairs of documents in a corpus (or a random
subset for computational reasons) and generates the rate at which the clustering and the ground-
truth labels agree on each pair (same group in both, or different in both). This is then corrected
for the agreement expected by chance so that it takes values in [—1, 1], with an expected value of
0 if clusters were assigned randomly [Hubert and Arabie, 1985].

Mutual Information (MI) I(U;V) measures the mutual dependence between two random
variables U and V. Calculating it tells us how much knowing the outcome of one reduces
uncertainty about the other. In the context of clustering, it measures the reduction in uncertainty
about the ground truth given the predicted clusters (or vice versa). Normalised Mutual Information
(NMI) normalises the MI by the average of the entropies of the ground-truth label H(U) and
predicted class H(V'). This bounds the score between 0 and 1, normalising for the inherent

uncertainty in both partitions:

I(U;V)
3 (H(U)+ H(V))

NMI(U, V) = (2.1)

When comparing clusterings of different sizes, even completely random assignments will yield
a score greater than zero by pure chance. Because this effect increases as the number of clusters
grows, NMI artificially increases for more fine-grained clusterings. Adjusted Mutual Information
(AMI) offsets NMI’s bias towards fine grained clustering by subtracting the expected mutual
information E[I] if you were to randomly assign all data points at the same granularity of your
chosen clustering [Vinh et al., 2010]:

I(U;V) —E[]]

AMI(U, V) = T(HU)+H(V))-E[]

(2.2)

AMI is therefore the better choice when comparing clustering at different granularities. A related

entropy-based alternative is the V-measure [Rosenberg and Hirschberg, 2007].
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Accuracy (ACC) finds the best one-to-one matching between predicted clusters and true

classes, then calculates the rate of correct assignments:

N
ACC = max > 1lotc) =t (2.3)
where N is the total number of data points, ¢; is the predicted cluster assignment for the i-th
point, ¢; is its true class label, ¢ is a permutation mapping cluster labels to true class labels.
This optimal mapping o is in practice calculated with the compute-efficient Hungarian algorithm
[Kuhn, 1955]. One caveat here is that, since matchings are one-to-one, accuracy heavily penalises
a clustering that splits one ground-truth class into two clusters, even if the split is semantically

reasonable.

2.3.3 Discrepancies Between Label-Free and Label-Based Evaluation on Text

On text embeddings, label-free and label-based evaluation metrics are known to often disagree.
A recent comparison of text embeddings found that configurations achieving high label-based
metrics could also receive low silhouette and Caliriski-Harabasz index scores which indicates
good agreement with the ground-truth labels despite relatively low cluster compactness and
separation in the embedding space [Petukhova et al., 2025|. Similarly, a statistical analysis of
label-free evaluations of datasets in learned embedding spaces concluded that standard label-free
metrics are unreliable in the text-clustering regime [Wang and Ye, 2025|. Similar evidence
appears in single-cell genomics, where silhouette-based evaluation of learned embeddings is often
systematically misleading [Rautenstrauch and Ohler, 2025].

The main consensus is that label-free metrics are not guaranteed to align with human judgement
because semantically consistent clusterings often form complex, non-compact geometries in
embedding space. This thesis investigates how far the semantic reasoning of LLMs can be used to
produce label-free evaluations that agree with human judgement in natural language processing
(NLP) clustering.

2.4 LLM-in-the-Loop Text Clustering

Since 2023, a growing field of research known as LLM-in-the-loop clustering has emerged. Proposed
methods insert LLMs into dedicated clustering algorithms, using their natural language reasoning
to address the gap between semantic clustering and geometric representation discussed in the
previous section. Because LLM inference is more computationally expensive than standard
distance calculations but cheaper than human annotation, these systems are often designed to
optimise where they apply LLMs.

Viswanathan et al. [2024] categorise LLM-in-the-loop clustering algorithms into three stages:
before clustering (improving representations), during clustering (constraining assignments), and
after clustering (correcting results) and current research largely implements one or more of these
strategies. One additional approach discussed in this thesis are fully LLM-native methods that

do not include any classical clustering or encoding methods and instead rely solely on the LLM.
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The methods discussed below were chosen on three main criteria from the literature. First, the
methods must have results published in peer-reviewed papers. Second, the language model must
be used inside the clustering pipeline. Finally, the paper must report results on the benchmarks of
§2.5, so that a like-for-like comparison is possible. Methods that see any amount of ground-truth
labels, such as semi-supervised algorithms, are also excluded.

Adjacent lines of work fall outside these criteria and are not compared: semi-supervised
generalised category discovery |Vaze et al., 2022, An et al., 2024, Liang et al., 2024], classification-
style LLM clustering with seed labels [Huang and He, 2025|, LLM-based taxonomy generation
and corpus-mining systems [Wang et al., 2023, Wan et al., 2024, Tamkin et al., 2024|, human-
alignment studies of LLM clustering [Miller and Alexander, 2025, Hong et al., 2025|, and agentic
or reinforcement-based clustering [Xu et al., 2025, Lowe and Silcock, 2026, Qing et al., 2026].
Figure 1 shows an overview of the 11 LLM-in-the-loop algorithms compared in this thesis and
Table 5 (Appendix A) provides a detailed breakdown of each method’s headline configuration,

encoder backbone, and language model.

2.4.1 Improving the Representation Before Clustering

Pre-clustering methods implement LLMs to augment document representations before applying
any kind of clustering algorithm in order to add more semantic information to the document

representations to increase the semantic signal to noise ratio.

e Few-Shot Clustering [Viswanathan et al., 2024| augments document representations with
semantically dense information by concatenating the original vectors with encoded LLM-
generated keyphrases. To achieve this, it prompts an LLM to generate a given amount
of keyphrases for each document. These keyphrases are then encoded using the same

encoder as the original text, and the resulting keyphrase vectors are concatenated to the

IDAS [l (ACL-WS 23)
ClusterLLM Bl (EMNLP 23)
Few-Shot Clustering Bl (TACL 24)
LLMEdgeRefine [l (EMNLP 24)
SPILL B (Findings ACL 25)
Cequel Bl (CIKM 25)
NILC Bl (WSDM 26)

k-LLMmeans B (CLR 26)

LUMI
Bag-of-Texts
LLM-MemCluster

B (SIGIR 26)
B (ACL 26)

B (ACL-WS 26)

T T T T T
2024 2025 2026
[ Representation (before) [ Constraints (during) [ Refinement (after) [ LLM-native

Figure 1: The 11 LLM-in-the-loop algorithms compared in this work by publication date and
intervention type.

13



corresponding original representation vectors, doubling the dimensionality of the embedding

space.

The IDAS algorithm [De Raedt et al., 2023] replaces the original document representation
entirely with the vector of an LLM-generated summary. Expanding on the previous idea,
it uses an LLM to generate a complete contrastive summary of the document and then

represents the document solely by the vector representation of that summary.

Similarly, the LUMI algorithm [Lin et al., 2026b] enhances representations by averaging
the original text vectors with embedded LLM-generated pseudo-labels. It achieves this by
using multiple prompts and/or models to generate pseudo-labels for each document, which

are then embedded and averaged with the original text vectors.

The SPILL clustering algorithm [Lin et al., 2025] pulls documents of the same intent
closer together by representing each document as an average of its own embedding and
LLM-verified same-intent neighbours. Designed specifically for clustering by intent rather
than by any general notion of category or meaning, SPILL first generates a candidate pool
for a given target document containing its nearest neighbours in embedding space. For
each neighbour in the pool, an LLM is prompted to judge whether that candidate expresses
the same general intent as the target. The encoded vectors of the accepted candidates are
averaged together with the target’s own embedding, so that each document is represented

by a small, LLM-verified group of same-intent documents rather than by its own text alone.

The Bag-of-Texts approach |Lin et al., 2026a| attempts to completely eliminate dependence
on the original geometry by replacing the notion of distance in embedding space with an
LLM-judged similarity to a set of representative anchors. This is done by first picking 1,024
representative documents (anchors) as the medoids of a hierarchical clustering at k = 1,024.
These documents are then treated the same way bag-of-words algorithms treat a vocabulary,
where each document represents a one-hot-encoded vector in a 1,024-dimensional vector
space. For each remaining document, an LLM is then shown the document together with
a shortlist of the anchors most similar to it and is asked: which of these, if any, express
the same thing? The ticks on the checklist become the document’s new representation in
1,024-dimensional space. For example, a complaint about app crashes might tick a given
set of anchors whereas another similar app crash complaint that is phrased differently will
usually also tick the same set of anchors. As such, the two documents receive nearly identical
representations even though they might have very different wording. With this mechanism,
distance in this new space describes how much an LLM judged the two documents to belong

together. Regular clustering then recovers those groups that have been judged to be similar.

ClusterLLM |Zhang et al., 2023b] fine-tunes the sentence encoder itself instead of augmenting
the data representations directly, using LLM judgments on difficult similarity triplets.
Specifically, an LLM is used to generate answers to triplet questions of the form “which of
B or C is more similar to A?”. For example, given the anchor A = “the app keeps crashing”
and the candidates B = “app freezes right after start-up” and C = “my delivery arrived

two days late”, the LLM answers B. The encoder is then fine-tuned so that its distances
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agree with the answer. As such, A is “pulled” towards B and away from C in vector space.
These triplets are sampled close to the boundaries between clusters, where the current
representation of the corpus is most uncertain about cluster assignment. As such, only the
difficult examples are adjusted. This procedure is also repeated over several rounds with the
two different embedders (INSTRUCTOR and E5), so there are three main variants of the
algorithm: ClusterLLM-I (INSTRUCTOR, one round), ClusterLLM-I-iter (INSTRUCTOR,
iterated), and ClusterLLM-E-iter (E5, iterated).

2.4.2 Guiding Assignment During Clustering

The second approach is to integrate the LLM directly into the clustering objective of classical
clustering algorithms to change them into constrained optimisation problems [Wagstaff et al.,
2001]|. The constraints come in the form of must-link constraints (these two documents belong in
the same cluster) and cannot-link constraints (they do not) generated by the LLM, which the

algorithm is rewarded for satisfying.

e Few-Shot Clustering uses an LLM to generate must-link and cannot-link constraints that
penalise a k-means objective. It first selects document pairs from the corpus by the Explore—
Consolidate strategy [Basu et al., 2004]. These pairs are then passed to an LLM through a
prompt requesting a must-link or cannot-link label per pair. The generated constraints are

passed to pairwise-constrained k-means (PCKMeans), which minimises

T =D Mei—ml?+ D> wili#l] + > w@ili=1],
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where X" is the embedded corpus, [; is the cluster assigned to document x;, and p, its
centroid. The first term is the ordinary k-means objective (within-cluster variance). The
second adds a penalty w for every must-link pair in M that is split across clusters. The
third is a penalty w for every cannot-link pair in C placed in the same cluster. As such,
the judgement of the LLM is traded off against the classical embedding distances with the
trade-off rate set by the penalty weights w and w [Viswanathan et al., 2024].

e The Cequel algorithm [Wang et al., 2025] explicitly trades off clustering quality with LLM
cost by strategically targeting the most ambiguous relations for constraint generation. It
works similarly to Few-Shot clustering but optimises for LLM-call cost by starting with
a fixed maximum number of queries and adjusted spending strategies. Cequel begins by
generating a similarity graph over the corpus where each document vector is a node and
every edge weighted between nodes is their embedding cosine similarity. Two spending
strategies then exist. EdgeLLM starts by scoring each edge by its spanning edge centrality
(the measure that is high for edges bridging otherwise weakly connected regions and low
for edges inside dense neighbourhoods). It then greedily chooses a given amount of pairs
with the highest centrality as these represent the most ambiguous pairs of documents.
TriangleLLM selects triangles of three documents in the same greedy way and gets the

relation between every two of them in a single LLM call, so one query yields three pairwise
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constraints rather than one. These labelled must-link or cannot-link pairs are then used in

a pairwise constrained k-means algorithm as before.

e k-LLMmeans [Diaz-Rodriguez, 2026] modifies the standard k-means algorithm by replacing
geometrically calculated centroids with embedded LLM-generated cluster summaries. It
achieves this by inserting an LLM into the recursive loop. Instead of recursively recalculating
the centroids as the mean of cluster assigned points, k-LLMmeans samples a few documents
from the cluster and prompts an LLM to write a short summary of the cluster’s documents.
This summary is then embedded and taken as the updated centroid. With this adjustment,
cluster centres are chosen semantically rather than geometrically, remain human-readable,

and are less sensitive to outlying members.

e NILC [Wang et al., 2026] extends k-LLMmeans by guiding assignment with both semantic
and geometric centroids simultaneously, and by having the LLM rewrite ambiguous docu-
ments. First, LLM descriptions are taken alongside regular Euclidean distance centroids as
dual centroids so that point assignment in the next round is guided by both. Second, it
rewrites a small set of ambiguous documents. After each clustering round, every document’s
distances to the k centroids are converted through a softmax into an assignment distribution,
and the documents with the highest entropies are selected as ambiguous samples. The LLM
is then shown each ambiguous document along with its centroid summary and is prompted

to rewrite it more explicitly in that context.

2.4.3 Refining Clusters After Clustering

Post-clustering refinements use LLMs to reassign ambiguous points that lie far from their cluster

centroids in embedding space after the main clustering has been performed.

e In addition to pre-clustering improvements, Few-Shot Clustering [Viswanathan et al., 2024]
also reclassifies points after clustering. This is done by identifying the n points with the
smallest margin between their distances to the nearest and second-nearest centroids. For
each of these points, an LLM is then prompted to decide which of the two clusters it belongs
to by showing it representative documents (points close to the centroid) from each. Points

are finally reassigned based on the LLM’s decision.

e LLMEdgeRefine [Feng et al., 2024] targets the same low-confidence points in a two-stage
process starting from a classical k-means clustering of the embedded documents. In the first
stage, the points furthest away from their centroid are identified and their corresponding
text documents are combined into one larger document. This concatenation of documents
is then embedded as one “super point” and it is used to replace the original points. All
the data is then reclustered agglomeratively. This stage simultaneously stops outliers from
dragging their cluster’s centroid towards the edge and lets a group of stray points migrate
together. The LLM is then used in the second stage where over a few iterations, the points

now furthest from each refined centroid are individually reassessed as before.

Post-clustering refinement methods are useful because can easily be combined with every other

family in this section. However, one unexplored risk does exist when implementing these types of
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methods. Iterated LLM-guided correction optimises agreement with the LLM’s own notion of
the taxonomy, which may drift from the analyst’s (in this work the researchers that generated a
given benchmark dataset). Section 2.6.2 discusses an analogous, better-documented bias in LLM

evaluation. This question is also empirically investigated in Chapter 3.

2.4.4 LLM-Native Clustering

LLM-Native clustering completely removes the geometric aspect and has the LLM itself perform
the entire clustering. The main issue with a fully LLM-native approach is that each LLM call is
stateless where each call begins with no recollection of the previous one so a model prompted
to group a corpus batch by batch (which is necessary for large corpora due to a limited context
window) cannot keep its groups consistent. LLM-MemCluster [Zhu et al., 2026] solves this by
supplying the LLM explicitly with a dynamic memory (the list of clusters discovered so far with
their labels) at each prompt. The LLM can then assign documents to existing clusters, open
new clusters for genuinely distinct topics, and merge or rename existing ones and the updated
dynamic memory is then carried into the next LLM call.

Two main problems arise with this approach, however. First, each document needs to be passed
through an LLM, these methods get significantly costly for large corpora, which is something
encoder-based pipelines avoid by using classical clustering as a base. Second, with no encoder in
the loop, representational quality and LLM reasoning quality can not be disentangled from each

other, and thus no encoder-matched comparison can be made to other clustering techniques.

2.5 Benchmarks for Text Clustering

2.5.1 The Standard Evaluation Suite

Because unlabelled corpora by themselves do not allow for quantitative evaluation outside of
label-free evaluation metrics, which have been shown to break down in the regime of text clustering
(§2.3.3), a line of benchmarks has been proposed as a standard evaluation suite in the literature.
These clustering benchmarks mostly repurpose classification datasets, where the method sees
only the input and uses the class labels only afterwards as cluster labels. A fairly stable and
widely used suite has emerged of mostly intent, domain and topic benchmarks. Every clustering
algorithm proposed in the field’s literature is evaluated on a specific subset of these benchmarks.
This thesis compares against 19 of these benchmarks, namely every corpus in the suite for which
a peer-reviewed clustering result has been published.

Six of them are intent benchmarks: Banking77 [Casanueva et al., 2020|, CLINC(I) [Larson
et al., 2019], MTOP(I) [Li et al., 2021], MASSIVE(I) [FitzGerald et al., 2023], SNIPS [Coucke
et al., 2018] and M-CID [Arora et al., 2020] with the last covering COVID-19 queries. Three
further benchmarks reuse the CLINC, MTOP and MASSIVE corpora but label them by domain
instead of intent, giving CLINC(D), MTOP(D) and MASSIVE(D). The documents are identical
for MTOP and MASSIVE, while CLINC(D) drops the 1,000 out-of-scope utterances that carry
no domain label. Because only the labels differ on the shared documents, these three pairs
of benchmarks show that a corpus has no single correct clustering independent of the specific

clustering criterion, as discussed in §2.2.2.
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Six are topic benchmarks: BBC News [Greene and Cunningham, 2006b]|, Tweet89 [Yin and
Wang, 2016] and StackOverflow [Xu et al., 2017], together with ArXiv-S2S, Reddit-S2S and
StackEx-S2S, three corpora re-split for clustering by Zhang et al. [2023b|. The remaining four
ask for organisations that are not topical at all: DBPedia [Zhang et al., 2015] and FewNerd [Ding
et al., 2021] group by entity type, FewRel [Han et al., 2018] by the relation between two entities,
and FewEvent |Deng et al., 2020] by event type. Together, the suite covers six different criteria,
which is what makes it a fair test of a method that is supposed to work for any stated criterion.

Figure 2 shows a visualisation of these benchmarks by how many clusters they represent and
how many documents are present. Cluster counts range from 5 to 151. Table 6 (Appendix A)

lists the cluster and document counts for the benchmarks discussed above.

2.5.2 Benchmark Coverage and Comparability Across Methods

An extensive survey of published literature reveals that, although a thorough suite of shared
benchmarks exists, coverage is fragmented. Each algorithm discussed in §2.4 is only evaluated on
a subset of these benchmarks, and the subsets overlap surprisingly little. Across the 14 method
variants and 19 benchmarks considered in this work, only 33% have been reported. Algorithm
coverage is also relatively uneven across the benchmark suite. Banking77 and CLINC(I) evaluate 12
of the 14 variants, while benchmarks such as BBC News, DBPedia, M-CID, SNIPS, StackOverflow,
and Tweet89 evaluate only two or fewer. However, the evaluation metrics are more consistent
than the coverage. Every method reports ACC and NMI, and therefore this work focuses on
those two. Figures 13 and 14 in Appendix A.2 show every published ACC and NMI value by

method variant and benchmark.
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Figure 2: Overview of the benchmark clustering corpora covered in this work by criterion family,
granularity and number of documents.
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Another important caveat is that the underlying encoders and LLMs vary significantly across
reported algorithms. Results are reported on DistilBERT, INSTRUCTOR, E5, proprietary
OpenAl embeddings, or no encoder at all. Subsample sizes, seed counts, and reporting precision
also vary across papers. Granularity can also be handled slightly differently. Most methods rely
on a known k, while others infer granularity from the data itself, which is a significantly harder
condition to evaluate against.

A final inconsistency across the literature is benchmark naming and exact which exact
documents each method is evaluated against. For example, ClusterLLM re-split the arXiv,
Reddit and StackExchange corpora, yielding benchmark granularities (93 arXiv subcategories, 121
StackExchange communities) that differ from the MTEB versions of the same-named benchmarks
|Zhang et al., 2023b|. The benchmark “StackOverflow” may also denote either the 20-class
short-title set [Xu et al., 2017| or a StackExchange community task across different research. As
such, two seemingly matched evaluations may not actually be comparable at all.

This work argues that a fair comparison of methods requires evaluation on the exact same
setup (documents, encoders and LLMs). A comparison based only on headline results is therefore
not rigorous. To the author’s knowledge, no published work in this literature has applied such a
matched protocol systematically as of September 2026. This work therefore develops a rigorous

testing procedure that accounts for these variables.

2.5.3 The State of the Art

For each of the 19 benchmarks and separately for each metric, the state of the art (SOTA) results
discussed in this work are chosen as the highest value published by any of the methods in §2.4,
using each method’s best-performing variant on the standard evaluation suite defined in §2.5.1.
Figure 3 shows the resulting SOTA values for ACC and NMI. For the reasons set out in §2.5.2,
these values are not strictly comparable to one another and are therefore treated as reference

points instead of a ranking.

2.6 LLMs as Evaluators

2.6.1 The LLM-as-a-Judge Paradigm

In addition to their use inside pipelines for algorithms across multiple domains, LLMs have been
shown to be useful as evaluators of such pipelines and thus show promise as replacements for
expensive human evaluation. Zheng et al. [2023] showed close correspondence between GPT-4
judgements and human preferences on open-ended generation at rates comparable to human—
human agreement. This result established the “LLM-as-a-judge” paradigm. LLMs have also been
shown to match and even exceed crowd workers on classification in certain tasks |Gilardi et al.,
2023|.

This growing field has rarely been applied to clustering, although there are clear reasons
to do so. Human judgements of topic quality have, for example, been shown to diverge from
the statistical measures used to evaluate topic models [Chang et al., 2009]. ProxAnn |[Hoyle
et al., 2025] replaces human annotators with LLMs that execute use-oriented judging protocols

for clustering output and shows that their results correlate well with those of humans on the
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Figure 3: The best published NMI (top) and ACC (bottom) for each of the 19 benchmarks, with
the clustering algorithm holding each result named inside the bar. Error bars show the standard
deviation reported by the original research paper.

same tasks. However, no large-scale, clustering-specific investigation has been performed on this
matter. At the time of writing, this work has not identified any literature that employs an LLM
evaluator inside the clustering loop itself as a signal for choosing between candidate clusterings.

This is investigated in Chapter 3.

2.6.2 Documented Biases and Failure Modes

Previous research has shown that LLM-as-a-judge methods (outside clustering) have critical
biases that must be accounted for. Specifically, judge models have been shown to exhibit self-
enhancement bias (preferring their own outputs), position bias (preferring answers by their order
of presentation; Wang et al., 2024) and verbosity bias (preferring longer answers) [Zheng et al.,
2023|. These biases can be partly mitigated by calibration strategies such as averaging several
judgements in which the model reasons before scoring. Rubric-based judges have also been shown
to have a higher preference for LLM-generated over human-written text [Liu et al., 2023|; Gu

et al. [2024] survey these failure modes systematically.
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Whether these biases extend to clustering remains largely uninvestigated. Another uninvesti-
gated failure mode in clustering is the circularity that may arise when the same LLM is used to
both cluster and evaluate a clustering. This breaks independence since the pipeline could possibly

raise its own judge score by moving closer to whatever the model already believes.

2.7 Research Gap

This work addresses four deficits in current text clustering research.

First, there is a clear lack of label-free clustering-quality validation metrics that is shown
to correlate with human judgement. The only widely used label-free metrics in clustering are
geometry-based (§2.3.1) and have been demonstrated ineffective in the NLP regime due to the
lack of compact, separable clusters (§2.3.3). It remains untested whether LLM-human agreement
persists when geometric compactness and separation are controlled. This discrepancy prevents
evaluation or tuning of state-of-the-art clustering models in production environments. Research
question 1 addresses this challenge.

Second, granularity is typically treated as a fixed input. As such, many state-of-the-art
methods require the ground-truth k. Classical methods for estimating k therefore also start from
this assumption, which contradicts multi-granular text corpora (e.g. CLINC utterances form 10
domain clusters or 151 intent clusters). Granularity in a natural language context is therefore
a function of the criterion used for clustering. The current literature offers little research on
whether an LLM, given a clustering criterion, can recover the annotator-selected granularity.
Determining whether k£ can be inferred establishes whether an LLM-powered clustering pipeline
will always require it as a manual input. Research question 2 explores this problem.

Third, no current state-of-the-art LLM-in-the-loop algorithm allows the clustering criterion
to be fully exploited. Instruction-tuned encoders [Su et al., 2023] condition the representation
on the criterion but leave the clustering objective and LLM refinement unconditioned. An
LLM is also mostly inserted into the pipeline for pre-clustering representation augmentation and
post-clustering refinement. Methods that employ LLMs directly within the clustering process do
so by enhancing a single given clustering algorithm such as k-means. No current method uses the
reasoning abilities of LLMs to make active decisions on which enhanced version of different types
of clustering algorithms is optimal. Research question 3 addresses this by using the LLM as a
criterion-aware partitioner and judge.

The final gap in current research does not concern the clustering methods themselves, but
rather the lack of fair comparison between them. Current state-of-the-art results lack direct
comparability because benchmark coverage is completely fragmented (see Figures 13 and 14 in
Appendix A.2). Existing methods with state-of-the-art results also rely on different encoders
and LLMs. The values in §2.5.3 therefore serve as reference points rather than a standardised

ranking. To resolve this, in research question 4, as much effort as possible is put into making a
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fair matched same-benchmark, same-LLM, and same-encoder comparison to other algorithms in

the current literature.

Chapter 3
Experiments

All experiments in this chapter are implemented in Python, using scikit-learn [Pedregosa et al.,
2011], SciPy [Virtanen et al., 2020], NumPy [Harris et al., 2020|, Sentence-Transformers [Reimers
and Gurevych, 2019] and Matplotlib [Hunter, 2007].

3.1 Research Question 1

Given only the criterion underlying a human-generated clustering of a corpus, do the scores of an
LLM acting as a judge correlate with human judgement? Is any such correlation more than a

restatement of what label-free geometric metrics already measure?

Human judgement of a candidate clustering of a corpus in this methodology is approached
as the agreement (calculated using Adjusted Mutual Information) with the human-generated
benchmark clustering of that corpus itself. The benchmark’s labels record how human annotators
(using the criterion) actually clustered the corpus. As such, we can say that a candidate clustering
is judged well by human standards if it agrees with those labels. The question then becomes
whether the LLM’s scores correlate with each candidate’s AMI with those human-generated
benchmark labels. Geometric quality is a confound that needs to be taken into account. A
candidate with compact, well-separated clusters in embedding space could score high for both
the judge and the benchmark labels for the same latent geometric reason, which would inflate
this correlation.

These questions are answered in four stages. First, an LLM-as-a-judge algorithm is proposed,
which takes a clustering criterion and a candidate clustering of a corpus as input and outputs
a score for that clustering. Second, an extensive test bed of candidate clusterings is generated
for each of the 19 benchmark corpora. Third, we evaluate these same clusterings using purely
geometric metrics. Finally, we measure how strongly the judge’s scores correlate with each
clustering’s agreement against the benchmark’s labels and repeat that method with the geometric
metrics controlled for, so that any correlation that survives this control cannot be explained
by geometry alone. The whole analysis is then repeated with five different judge LLMs to test

whether the answer depends on the model.
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3.1.1 The Codebook Judge
Design

The codebook judge is designed to take as input both a candidate clustered corpus D where
each document is hard-assigned by y : D — {1,...,k} to one of k clusters, and a one-sentence
clustering criterion c¢. These clustering criteria are unique to the input corpus and in this work,
each benchmark has been given a pre-determined criterion sentence. For example, any candidate
clustering y of the Banking77 corpus is input into the codebook judge algorithm alongside
the criterion sentence: “which banking customer-service intent the query expresses”. A full
breakdown of the exact criterion sentences for each of the 19 benchmarks can be found in Table 7
(Appendix B).

Each criterion sentence was written by the author based on each corresponding benchmark’s
own documentation description of the labelled documents. Concretely, the annotation target
described in each benchmark’s dataset paper was rephrased into a criterion sentence of the form
“which category type the document type expresses or belongs to”. Thus the sentence names only
the organising principle and the kind of document and deliberately says nothing about the number
or the names of the categories. All 19 criterion sentences in Table 7 follow the same grammatical
template, so that any of them can be inserted verbatim into the fixed prompt templates used
throughout the pipeline. The codebook judge is then designed to take these two inputs and
output an AMI-based score, typically between 0 and 1, for the candidate clustering.

The judge algorithm itself follows a simple three stage process. First, 300 random (unlabelled)
documents S are sampled from the input corpus D. These documents are then combined with
the clustering criterion ¢ into a single prompt using the template in Figure 15 in Appendix C. For
a given corpus and criterion, this prompt is then fed into a chosen LLM with reasoning enabled,
producing the codebook B.

Once this codebook is generated, 1,000 documents S’ (disjoint from the 300 sampled before)
are again sampled uniformly at random from the corpus, and each document is assigned to one of
the codebook categories using the prompt template in Figure 16 in Appendix C, which has been
populated with the codebook categories/definitions of B generated previously and the clustering
criterion ¢ itself. As such, one LLM call (reasoning disabled) is made per sampled document,
which returns a single category id, with 0 reserved for “fits none” documents that the LLM has
decided do not fit any of the category members. This stage then results in a reference clustering
R of (1,000 — nfitsnone) documents.

Two more hard-coded diagnostics are also applied to this reference clustering to maintain its
quality. First, no single category is allowed to contain more than 50% of the documents, and
second, no more than 20% of the documents are allowed to be categorised as “fits none”. If either
of these criteria is not met, the output of the algorithm will include a degeneracy warning to the
user.

Finally, to compare this reference cluster assignment R and the candidate clustering y, all
documents in the candidate that are not included in the reference are discarded, leaving the
shared document set D*. This allows us to make comparisons between both without requiring
any benchmark labels, as the reference labelling takes the place of a ground truth. The Adjusted

Mutual Information (§2.3.2) between the reference and candidate cluster assignments over D* is
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then calculated as the judge’s output score since it allows for different numbers of clusters between
clusterings. This final step requires no further LLM calls, and as such, for a given corpus, the
reference labelling R is calculated once. Using this reference, many different candidate clusterings
can be evaluated at no additional LLM cost.

Any LLM can be used for this algorithm. In this methodology the full protocol is run with five
different judge LLMs, all at temperature zero: gemini-2.5-flash [Gemini Team, Google, 2025|,
glm-5 [Zhipu Al, 2026], gpt-4o and gpt-4o-mini [OpenAl, 2024b|, and gpt-3.5-turbo [OpenAl,
2023|. Assignment is one call per document for gemini-2.5-flash and runs in batches of 20
documents per call, with a batched variant of the assignment prompt, for the other four judges.

This algorithm design is summarised in Algorithm 1.

Algorithm 1 The codebook judge

Require: corpus D; criterion sentence ¢; candidate clustering y : D — {1,...,k}
Ensure: judge score for y

1: procedure BUILDREFERENCE(D, c)

2 S < 300 documents sampled uniformly from D

3 B + LLM(codebook-discovery prompt(sS, c)) > reasoning on (Figure 15)
4 S" + 1,000 documents sampled uniformly from D \ S

5: for each document d € S" do

6 r(d) < LLM/(assignment prompt(d, B, c)) > reasoning off (Figure 16)
7 end for

8 R+ {(d,r(d)) :de S, r(d) >0} > the reference labelling
9: return R

10: end procedure

11: procedure JUDGE(y, R)

12: D* < documents appearing in both R and y
13: return AMI(R|p-+, y|p-+)

14: end procedure

3.1.2 Corpora

The same exact 19 corpora discussed in §2.5.1 are used to test all four research questions, which
keeps the methodology consistent while ensuring diversity across intent, domain, topic, entity,
relation, and event criteria. The human-annotation labels included in each benchmark corpus
in this section are only used to compare to human-reference metrics and are never “seen” by
the codebook judge algorithm. All 19 corpora are embedded once with a single frozen encoder
(instructor-large) with the generic instruction “Represent the sentence(s) for clustering: 7, and
these same encodings are shared by every candidate clustering and every geometric metric below.

All embedding vectors in this work are additionally £o-normalised to unit length, and whenever
a distance in representation space is mentioned, it refers to the cosine distance between these

normalised vectors. On unit-length vectors, Euclidean distance is a monotone function of cosine

Two model-specific deviations apply. For glm-5, reasoning is disabled on the codebook call, as its reasoning
traces regularly overran the reply limit. For gpt-3.5-turbo, whose context window is smaller, discovery
documents are clipped to 150 characters on long-document corpora, and a codebook reply that repeatedly
truncated falls back to accumulating the codebook over 20-document chunks.
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distance, so the Euclidean objectives of the clustering algorithms optimise the same orderings
as this cosine distance. The one exception is the 50-dimensional PCA projections used by some

candidates in §3.3.1, which are not unit-length and operate in ordinary Euclidean space.

3.1.3 Candidate Clusterings

To evaluate the correlation between the judge’s scores and each candidate’s agreement with the
benchmark’s human clustering, a diverse test set of different clusterings of all 19 benchmarks was
produced. These allow for a base of candidate clusterings of different qualities, granularities and
corpora for which the benchmark labelling is known and which we can then evaluate using the
judge algorithm and the benchmark labels. For each corpus, we generated a set of five algorithms,
one from each family of geometric bias reviewed in §2.2.1 (k-means, a Gaussian mixture model,
spectral clustering, Ward’s agglomerative clustering and Leiden community detection), crossed
with five granularities (Kpench X %, %, 1,2,4) and three random seeds, all on the identical frozen
embeddings. This yielded 1,222 candidate clusterings across the 19 corpora (after removing the

runs that received a degeneracy warning from the codebook judge algorithm).

3.1.4 Statistical Protocol

The primary metric used to quantify the correlation between the judge’s scores and human
evaluation is the Spearman rank correlation coefficient, p, between the judge’s scores and each
candidate’s AMI with respect to the benchmark labels. This value of p is calculated by first
converting both quantities for all n candidates to ranks (from low to high) such that, for a given
benchmark, each candidate clustering ¢ is assigned an AMI with respect to the benchmark and
a judge score (its AMI with respect to the LLM’s reference clustering). The coefficient is then
calculated as the Pearson correlation between these two rank sequences. In the absence of tied
ranks, this is equivalent to
> 2
n(n? —1)’

where ¢; is the difference between candidate i’s two ranks. A p of +1 means the judge orders
the candidates by AMI exactly as their benchmark agreement does. A p of 0 means there is no
monotonic relationship, and a negative p means the judge tends to prefer worse candidates, so an
inverse relationship exists. In addition to this coefficient, which is calculated for each benchmark,
the permutation p-value is also calculated by randomly shuffling the judge scores 10,000 times and
recalculating p each time. The p-value is then the fraction of shuffies that produce a correlation
at least as extreme as the observed one, representing the probability, under the null hypothesis of
no association, of obtaining such a correlation by chance. If, for a given benchmark, the p-value
associated with its p value is smaller than the chosen significance level, a = 0.05, the correlation
is considered statistically significant. These per-benchmark tests are reported uncorrected. Under
a Bonferroni correction across the 19 benchmarks (o = 0.05/19), every judge remains significant
on at least 18 of the 19 corpora, so the reported counts are not an artefact of multiple testing.

For the geometry-controlled analysis, first the silhouette score and the Caliniski-Harabasz
index are calculated for each candidate clustering of a given benchmark. The Davies—Bouldin

index of §2.3.1 is not used as a third control, since it is built from the same within-cluster
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and between-cluster dispersion quantities as the other two and therefore adds no independent
geometric axis. For a given geometry control, say the silhouette score, the analysis has three steps.
First, the judge scores, AMI versus benchmark scores, and the geometry control are converted
to ranks, like before. Second, a linear regression model is fitted by least squares to predict each
candidate’s judge rank from its control rank. For each candidate, the residual on the final model
is kept:

e — pk(J;) — (atk(C;) +b),

]

where rk(J;) and rk(C;) are candidate i’s judge and control ranks, and a, b are the fitted line’s
AMI

coefficients. This process is repeated for AMI versus benchmark, and the residual e; is
computed in the same way. Now that we have two residuals per candidate, we repeat the same
process from above, where a Spearman rank correlation coefficient and an associated p-value
are calculated between both residuals. If the judge’s scores were simply a restatement of the
geometric metric, the fitted line would predict them almost perfectly; the residuals would be close
to random noise, and therefore their correlation would be close to zero. Any correlation that
remains actually shows the agreement between the judge and human ranking that the controlled
geometric metric is unable to account for.

The same method is additionally applied with both geometric metrics controlled at once. In
this joint version, the regression predicts each rank from the ranks of the silhouette score and the
Calinski-Harabasz index together. A correlation that survives this joint control therefore cannot
be explained by either geometric metric alone or by both together.

These analyses are done on a per-benchmark basis, and at no point are all the candidates
pooled. This was a deliberate choice to mitigate the risk of confounding due to Simpson’s paradox.
Simpson’s paradox is a statistical phenomenon where a clear trend observed within isolated groups
disappears or even reverses when the data is pooled. In this context, the choice of benchmark
itself could act as a confounding variable. These benchmarks have different attributes, such as
clustering difficulty and the number of documents. If all data were pooled, some candidates
evaluated on easy benchmarks could, for instance, falsely appear to outperform a better candidate
who was simply evaluated on a more rigorous benchmark, and this could then completely change
a trend. By restricting to a per-benchmark basis, we ensure that these confounding variables do
not influence the outcome. The single headline result was therefore not chosen to be the p over
all candidates pooled, but instead the median over all benchmark-specific correlation coefficients.
Since the candidates within a benchmark share embeddings, algorithms and seeds, they are not
fully independent, and the permutation p-values should therefore be read as evidence that the
judge’s ranking matches the benchmark ranking beyond chance, not as tests on independent
observations.

Finally, because an LLM call is inherently random, every judge run was repeated ten times
independently, with each repetition drawing a fresh discovery sample, codebook, and reference
labelling. Each benchmark-specific coefficient entering the median above is the mean of that
benchmark’s ten per-run coefficients. The run-to-run standard deviation of each reported statistic,
recomputed within each repetition, is reported alongside it, and a benchmark’s correlation is

considered significant when it reaches p < 0.05 in a majority of the ten repetitions.
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3.2 Research Question 2

To what extent can LLMs, given a clustering criterion, infer the granularity of purpose-built

human tazonomies from unlabelled data?

As discussed in Section 2.2.3, the granularity of a corpus clustering is ambiguous in itself and
depends on the criterion by which the clustering is performed. This experiment asks whether the
natural language reasoning of LLMs, given that criterion, can be exploited to resolve the ambiguity.
Eight LLM-based granularity estimators are compared: two are adaptations of published methods,
one adapts a classical diversity estimator to LLM judgements, and five are of this work’s own
design. Each method runs on the full benchmark suite with multiple independent repetitions,
and the inferred granularities k are compared to the benchmark granularities k to test whether

the criterion alone is enough for an LLM to infer the granularity a human chose.

3.2.1 Experimental Design

Eight estimation methods are run on each of the 19 corpora in the benchmark suite, with ten
independent repetitions per pair for a total of 1,520 runs. For all methods, the same frozen
encoder (instructor-large with the generic instruction “Represent the sentence(s) for clustering:
”) and LLM (gemini-2.5-flash at temperature zero) are used. The exact same benchmark-specific
criterion sentences (Table 7 in Appendix B) are applied as before. Like before, LLM calls that
generate a single quality-critical output (a codebook, a final deduplication, a numeric estimate)
run with the model’s reasoning enabled and simple yes/no comparison calls run with reasoning
disabled. To test whether the findings depend on the LLM, the full eight-method protocol is
additionally rerun with gpt-4o-mini and gpt-3.5-turbo.

Granularity Inference Methods

1. Codebook: The Codebook method replicates the first stage of the codebook judge of
research question 1 exactly, where an LLM is prompted to generate a codebook of categories
based on a 300-document sample and the criterion (Figure 15 in Appendix C). The inferred

k is then simply taken as the number of categories.

2. Direct: The Direct method is a simplification of the Codebook method in which an LLM
is shown 300 documents and the criterion but is simply prompted to guess the number of

categories directly. The full prompt is shown in Figure 17 in Appendix C.

3. Probe: The Probe method is an extension of the Codebook method where the LLM
is shown the same 300 documents and criterion, but is asked to generate three different
codebooks: one with “coarse granularity”, one with “fine granularity” and one with “natural
granularity” (Figure 18 in Appendix C). The output number of clusters k is then chosen
to be the number of categories of the one with natural granularity. This forces the LLM
to reason about different possible notions of granularity for the same criterion instead of

generating a codebook in one shot.
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4. Pairwise: The Pairwise estimator is an adaptation from the ClusterLLM |Zhang et al.,
2023b] algorithm. First, a grid of candidate granularities is constructed as 25 logarithmically

spaced points on [2,200] rounded to integers for a total of 23 unique k values:
K =1{2,3,4,5,6,8,9,11, 14, 17,20, 24, 29, 36, 43, 52,63, 77,93, 112, 136, 165, 200}.

A Ward hierarchy is then built over a 2,000-document subsample of the corpus embeddings.
At each level k € K, the two clusters that merge at that level are identified. From each
cluster pair, three document pairs are then sampled that straddle the two clusters. Each
document pair is then fed into a prompt template that is used to ask an LLM whether it
belongs to the same category as per the clustering criterion as a yes/no question. This
exact “yes/no” prompt can be found in Figure 19 in Appendix C. The same process is then
repeated at the two adjacent, finer merges, from k& 4 2 to k + 1 clusters and from k& + 3 to
k + 2 clusters, so that every grid level k € K aggregates nine yes/no votes drawn from three

neighbouring merges of the hierarchy.

From the pooled nine votes at each grid level, the share of “no” answers is calculated.
This fraction represents the proportion of merges at that granularity the LLM considers
“unjustified”. This share is expected to be high at low k, where merges join unrelated

categories, and low at high &k, where merges join fragments of the same category.

Finally, a logistic curve of this fraction against log k is fitted and the final k is chosen to
be the point where it crosses 50% (which is then rounded and clipped to the nearest k in
the grid range). This k can therefore be thought of as the point between where the LLM
believes the clustering is too granular and where it thinks it is not granular enough, which

is by construction the point of optimal granularity.

5. Sequential: The Sequential estimator is adapted from the TopicGPT algorithm [Pham
et al., 2024|. In this method, 600 random samples from the corpus are streamed into the
LLM in batches of 20. At each new batch, the LLM (reasoning disabled) gets as input the
new batch, the criterion and the running category list and may add only genuinely new
categories required by documents that fit none of the existing ones. After three consecutive
batches add nothing to the running list of categories, the process is stopped. Finally, the
LLM (reasoning enabled) is prompted to merge duplicate and near-duplicate categories to
make sure that the same category found under different possible names in different batches
is never counted more than once, which would artificially inflate the number of categories.
The final k is then chosen as the length of the final list. Both the batchwise prompt and
the deduplication prompt can be found in Figure 20 in Appendix C.

6. Simpson: The Simpson estimator is an adaptation of a metric from the field of ecology,
originally introduced to quantify the concentration of a population across species [Simpson,
1949]. For a label distribution py, ..., pk, the Simpson index A = Zle p? is the probability
that two randomly drawn documents share a category (where originally it was the probability
that two randomly drawn individuals belong to the same species), and for k equally sized
categories p; = 1/k gives A = 1/k. To calculate k this way, first 120 random sample

document pairs are taken from the corpus. For each pair, an LLM is then prompted (see
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Figure 19 in Appendix C) to vote on whether they belong to the same or a different cluster,
given the criterion. The resulting estimate ﬁ(same) is taken as the fraction of “same”
answers, and this is then used to yield & = 1/P(same). One main bias in this method is
that in our case, the equal-cluster-size assumption is clearly wrong. Therefore, the estimator

is systematically biased downward, and we include it as a relatively low-cost baseline.

7. Judge sweep: The Judge sweep method is a hybrid between classical clustering and an
LLM-based method, in which we run a simple k-means clustering algorithm at every value
in K, and each partition is scored by the judge of research question 1. The k is simply

chosen as the one that corresponds to the highest judge score.

8. Merge convergence: This is again a hybrid method that combines k-means with LLM
reasoning. First, we run an over-segmented k-means model with kg = 200. We then
iteratively merge these micro-clusters until we reach an optimal k. We do this by first
summarising each micro-cluster by its three most central documents in embedding space.
Then, the following is repeated for multiple rounds. First, we calculate the distance between
all centroids of the micro-clusters. Second, we identify the eight closest cluster pairs by
centroid distance. Then, we prompt an LLM with the three-document summary of each
micro-cluster to determine whether to merge them. If the LLM reasons they should be
merged, we merge them. This repeated algorithm stops once a single round results in no

more merges. The final amount of clusters is then taken as k.

3.2.2 Design Rationale

Because the literature offers no established methodologies for k-inference with LLMs, this work
tested a variety of methods in an attempt to cover a diverse set of possible approaches. The eight
estimator methods were chosen to cover a wide range of distinct possible routes by which an LLM
could be used to infer k: enumerating categories and counting them (Codebook, Sequential);
naming a number outright (Direct, Probe); aggregating many local same/different judgements
into a total estimate (Pairwise, Simpson); and combining the model’s judgement with the
embedding geometry so that the estimate corresponds to an actual clustering (Judge sweep,
Merge convergence). In this sense, many bases are covered, but no fully exhaustive search of all

possible LLM methods is performed.

3.2.3 Statistical Protocol

The inferred values k are compared to the benchmark values k using summary statistics, a
calibration analysis, and a paired test against an LLM-free baseline, as follows. To reiterate:
the actual benchmark k£ values are never seen by the k-inference methods and are used only to
statistically evaluate the results.

Per corpus, each method runs at ten different random seeds, and each repetition reruns every
stochastic element of the method. These stochastic elements include the document samples
shown to the model, the subsample for the Ward hierarchy, any random document pairs, and
the k-means initialisations. For the Codebook and Judge sweep methods, the ten repetitions are

the ten independent judge runs of the research question 1 judge (independent random discovery
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sample, codebook, and reference labelling). All per-corpus results are the median estimate over
the ten repetitions, and we keep the individual estimates for the stability analysis.

Six main summary statistics are reported to answer this research question. The first statistic
is the median signed error between k and k. The benchmark granularities over all 19 chosen
benchmarks span more than one order of magnitude. As such, the individual error between a

single inferred k and benchmark k was chosen as the log-ratio error:

e = log, (l%/k) ,

where the sign of the error represents whether the inference overshot the benchmark (e > 0) or
undershot it (¢ < 0). Here, the magnitude of € counts factor-of-two steps. A correctly inferred
k =k will correspond to € = 0, one that is double or half the benchmark k has |¢| = 1, and one
that is four times too large or too small has |¢| = 2 and so on.

For each corpus, we compute one error from the median estimate over the ten repetitions,
giving 19 errors per method. The median signed error for a method is the median of these 19
per-corpus errors. Second, the median absolute error for a given method is the median of the
absolute values |e| of these 19 per-corpus errors. Third, the fraction of corpora on which the
median estimate for a method lands within a factor of 1.5 of the benchmark k is calculated as
the fraction of the 19 per-corpus errors for which |e| < log, 1.5. The fourth statistic is a stricter
version of this count, the fraction of corpora on which the median estimate lands within ten
percent of the benchmark k, that is [k — k| < 0.1k.

The fifth metric is Lin’s concordance correlation coefficient (CCC) between logQI% and logsy k
across the 19 corpora, where k is each corpus’s median estimate over the ten repetitions [Lin,
1989]. The CCC measures how well the pairs of inferred and benchmark granularities agree. In
other words, it measures how closely the 19 points (logs k, logsy I;:) fall on the identity line k = k.
A CCC of 1 means all the inferred k are in perfect agreement with benchmark &, while a CCC
near O means no agreement at all. Between these extremes, the CCC goes down for random
scatter and systematic deviation from the identity line k = k. More exactly, the CCC metric is

calculated as follows:

where, for each of the 19 corpora i, x; = logs k; is its benchmark granularity and y; = log, k;
its inferred granularity (the median estimate over the ten repetitions). The means z and g, the
variances s2 and 55, and the covariance s;, are all calculated across these 19 corpus-level pairs.

The final metric is calculated as the spread over ten seeds. This spread is the range of k
across the ten repetitions divided by its median, per corpus. A spread near one thus means the
estimate typically swings by its own size under resampling.

To analyse the calibration of the inferred granularities against the benchmark values, we
regressed logQI% on log, k across the 19 corpora for each method. The slope of this fit measures
the degree to which changes of k across corpora are tracked by the corresponding inferred k. A
perfectly calibrated estimator would simply have a slope of 1, and an estimator that returns
the same number regardless of the corpus would have slope 0. Uncertainty on the fitted line

was calculated using a bootstrap over the corpora (2,000 resamples of the 19 benchmarks with
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replacement), from which a 95% confidence band is built. In each bootstrap resample, the
regression is refitted on the redrawn set of these corpora, and the confidence band shows the
central 95% of the resulting fitted lines at every point.

We additionally compare all methods against a non-LLM baseline k-inference method. The
baseline is chosen to be the silhouette-argmax method (§2.2.3), in which we test the same series
of candidate k values K as before and take the one with the highest silhouette score (§2.3.1) on
k-means for that corpus as the inferred k. The baseline is run under the same protocol as the
other methods. Each LLM method is then compared to this baseline with a two-sided Wilcoxon

signed-rank test over the 19 per-corpus absolute errors |e|, paired by corpus.

3.3 Research Question 3

To what extent can an LLM, acting as both partitioner and judge, equipped with prior knowledge
of the clustering criterion, and inserted into the clustering pipeline, align unsupervised clustering

with the partitions humans would draw?

To answer this research question, this work introduces CLEAR (Clustering with LLM Evalua-
tion And Repair), a new LLM text clustering algorithm built for exactly this purpose. CLEAR
is a criterion-conditioned clustering pipeline that introduces an LLM at several stages. On the
one hand, in line with research question 1, an LLM serves as an active judge to select from a
list of candidate base (classical) clustering algorithms (e.g. k-means, GMM, etc.). On the other
hand, the LLM acts as a partitioner to enhance the chosen base clustering algorithm through
techniques seen before, such as pre-clustering document rewrites, generating category examples
and post-clustering boundary repair. CLEAR is an oracle-k algorithm, meaning it requires an
input for granularity. This aligns with other state-of-the-art algorithms in the literature. The
algorithm was run on all 19 benchmarks over five random seeds and analysed under the statistical

protocol below.

3.3.1 The CLEAR Algorithm

CLEAR takes three inputs. The first input is the unlabelled corpus D. The second is the criterion
sentence ¢ which again is the exact same one-sentence statement used throughout this thesis
(Table 7 in Appendix B). The third is the input granularity k. This granularity & was chosen to
be user-controlled rather than inferred following the main conclusion of research question 2. The
algorithm then simply outputs a partition of the corpus D into k£ hard-assigned clusters.

The clustering pipeline, visualised in Figure 4, has three main stages in which LLM calls are
made. First, a suite of candidate base clusterings is generated. These include relatively simple
cluster assignments, including classical non-LLM methods, as well as slightly LLM-enhanced
versions of base algorithms. Second, an LLM judge similar to the codebook judge discussed in
§3.1.1 scores each method in the suite on how well it clusters the input corpus D. The base
algorithm with the highest judge score is then chosen. The final stage then uses the LLM to
refine the partitions as a post-clustering (boundary repair) step. CLEAR is also designed such

that the chosen base encoder and LLM are user-controlled inputs.
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Figure 4: Overview of the three-stage CLEAR pipeline. The inputs in the top-left are the original
raw corpus, the choice of granularity, and the clustering criterion. Output on the bottom-right is
the criterion-aligned clustering of the corpus at k

Candidate Generation

The candidate suite consists of eight different candidate base-clustering algorithms at the user-
specified k. The suite was chosen to have maximal diversity across techniques in three different

directions: algorithm family, embedding space, and initialisation. The eight candidates are:

e k-means (raw embeddings): k-means applied directly to the raw corpus embeddings X,

produced by the chosen input encoder.

e k-means (rewritten embeddings): For each document in the corpus, an LLM is first
prompted to rewrite it in a phrase of at most 15 words that captures only the criterion
instead of lexical noise such as tone, detail or phrasing. These rewritten documents are
then encoded as X, and k-means is run on these embeddings. The exact prompt can be

found in Figure 21 in Appendix C.

e k-means (averaged embeddings): This method combines the raw and rewritten em-
beddings, where each document’s raw and rewritten embedding vectors are averaged
element-wise and £s-normalised to produce the averaged embeddings X., on which k-means

is then run.

e exemplar-initialised (raw embeddings): Simple k-means on X,., but the initialisation
centroids are generated by an LLM instead of being randomly chosen. The k initial centroids
are generated in three steps. First, using the exact same prompt as the codebook judge
from research question 1 (Figure 15 in Appendix C), an LLM is used to generate a codebook
at the LLM’s chosen granularity. Second, for every category in this codebook, the LLM is
prompted to provide five short example documents that would clearly belong to it (Figure 22
in Appendix C). These five short examples are encoded, and their embeddings are averaged

and fs-normalised to generate the initialisations. The LLM codebook generally includes
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either more or fewer categories than the user-specified k. When the codebook k is higher
than the user-specified k, a separate k-means algorithm is run on the initialisations to
reduce the number of initialisations to the user-specified k. If the codebook k is lower than
the user-specified k, all initial centroids are kept. Each missing centroid is then generated
one by one by sampling from the documents with a probability proportional to their squared
distance from the nearest centroid chosen so far. This filling procedure therefore produces
initialisation centroids in the regions the codebook does not cover. This filling method is

very similar to the k-means++ algorithm discussed in §2.2.1.

e exemplar-initialised (averaged embeddings): This method repeats the exact same
methodology as exemplar-initialised (raw), but instead starting from the averaged embed-
dings X..

e GMM (raw embeddings): A Gaussian Mixture Model with diagonal covariance is run
using the user-specified & on 50-dimensional principal component analysis (PCA) projections
of the X, embeddings, and each document is then hard-assigned to the component with

the highest posterior probability.

¢ GMM (averaged embeddings): The same exact procedure as GMM (raw), but instead
using the X, embeddings.

e Ward (raw embeddings): Agglomerative clustering with Ward’s linkage cut at k on the
50-dimensional PCA projection of X,.

The Judge

For a given corpus, we now have eight ways to divide the corpus into k clusters. At this point,
we score each candidate clustering using the same codebook judge described in §3.1.1 and rank
them from lowest to highest score with one small refinement. Judge scores inherently carry some
amount of random noise. As such, two candidates with judge scores within 0.01 are treated as ties.
We resolve these ties by picking the candidate with the least LLM involvement as the winner. The
reason we do this is to mitigate any bias the LLM judge may hold towards LLM-generated answers.
From least to most LLM involvement, ties are resolved in the order of k-means (raw), GMM (raw),
exemplar-initialised (raw), GMM (averaged), exemplar-initialised (averaged), k-means (averaged),

k-means (rewritten), and Ward (raw).

Boundary Repair

The chosen candidate clustering of the embedded documents is then refined using an LLM. First,
each cluster is named by prompting an LLM once per cluster to choose an appropriate cluster
title based on the criterion and the eight documents with embeddings closest to the centroid in
cosine distance. The exact prompt can be found in Figure 23 in Appendix C. We generate these
cluster names once and cache them.

The cluster refinement then runs for a total of three rounds. In each round, we first select the
200 least confident documents (those points with the smallest difference in distance between their

own cluster centroid and the next closest one), excluding documents already selected in previous
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rounds. These points represent the documents where geometry is most uncertain about their
cluster assignment. Thus, these points represent the documents where geometry is most likely to
disagree with the partition a human following the criterion would draw, and they are therefore
the ones targeted for reassignment by the LLM. The LLM reclassifies each selected document in
batches of 20 using the cached category names. If the LLM does not find a cluster for a document,
nothing changes. The exact prompt for this step can be found in Figure 24 in Appendix C.

At the end of each round, the judge rescores the full clustering. If the judge score improved,
the round’s changes are kept, and the next round starts from these changes. If it did not, the
changes are discarded, and the next round starts from the previous clustering. As such, for each
run of the CLEAR algorithm, an LLM individually assigns the 600 most “problematic” documents
to their cluster.

This algorithm design is summarised in Algorithm 2. Here D is the unlabelled corpus, ¢ the
criterion sentence, k the input granularity and f the frozen encoder. B is the LLM-generated
codebook, X,, X, and X, are the raw, rewritten and averaged embeddings, and P holds one
prototype vector per codebook category. R is the judge’s reference labelling, ) the candidate
suite, J(y) the judge score of a candidate y and y* the best clustering found so far.

Algorithm 2 The CLEAR algorithm

Require: corpus D; criterion sentence c¢; granularity k; frozen encoder f
Ensure: partition of D into k clusters

B + LLM-generated codebook from a 300-document sample of D and ¢

X, Xy, X. « the raw, rewritten and averaged embeddings of D under f

P + one embedded prototype per category of B

R <+ BUILDREFERENCE(D, c) > the judge’s reference labelling, Algorithm 1

o

Y <« the eight candidate clusterings of §3.3.1 at granularity k
6: y* < the candidate with the highest judge score J(y) = JUDGE(y, R), with ties within
€ = 0.01 resolved towards the least LLM involvement

7: name each cluster of y* once, from its eight most central documents

8: for round = 1,2,3 do

9: U < the 200 not-yet-selected documents closest to a cluster boundary

10: Yy« y* with every d € U reassigned by the LLM against the cluster names
11: if J(y') > J(y*) then

12: y* 9 > keep the round, else discard it
13: end if
14: end for

15: return y*

3.3.2 Baselines and Analyses

For all 19 corpora, we run the CLEAR algorithm with five different random seeds that affect
the 1,000-document sample behind the judge’s reference labelling and the initialisations of all
eight candidates. We build the codebook and LLM-generated texts once per corpus, and keep
the model temperature at zero throughout. The actual LLM and embedder used are glm-5
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and gemini-embedding-001 [Lee et al., 2025b| respectively. For each run on each corpus, we
report NMI and ACC against the benchmark clustering. To further investigate how CLEAR
aligned unsupervised clustering with the partitions humans would draw, we conducted a few more
specialised analyses.

First, we compare against a geometry-only baseline. Plain k-means is run at the same
user-specified k on the same raw document embeddings that CLEAR receives using the same
gemini-embedding-001 encoder, and its NMI and ACC against the benchmark clustering are
compared to the CLEAR results over the same five random seeds. As such, the geometry-only
baseline at each seed is in fact identical to CLEAR’s own k-means (raw) candidate at that
seed. The per-benchmark mean deltas between the two are tested with a two-sided Wilcoxon
signed-rank test, mirroring the statistical protocol of research question 2.

Second, we analyse the judge’s performance within the clustering pipeline compared with
other baseline methods. To assess how well the judge performed, for every run of CLEAR (19
benchmarks over five random seed runs, for a total of 95 runs), we score all eight candidate
clusterings using NMI and ACC against their corresponding benchmark. Now that we know
each candidate’s true NMI and ACC, we can compare different candidate-picking methods. The
methods include random picking, picking the candidate that maximises silhouette score, the
judge’s actual pick, and picking by maximum ACC and NMI against the benchmark (an upper
bound no selector could exceed).

We then summarise each candidate selection strategy by the mean NMI and ACC of the
candidate it selects, against the benchmark, averaged over all 95 runs. This lets us compare the
judge to other baseline selection methods and, most importantly, to the oracle, showing how close
it comes to picking the absolute best candidate. We also record the exact candidates that got
chosen and further analyse these data to investigate which parts of the suite the judge chooses
most and how its selections vary across corpora.

In the final analysis, we investigate the improvement the post-clustering refinement step makes
on the overall algorithm. For every run over all corpora, we evaluate the judge-picked clustering
against the benchmark and compare these scores with the full CLEAR algorithm’s scores to

assess what the final repair rounds contributed.

3.4 Research Question 4

Can a single, general clustering algorithm, equipped with a stated criterion and a label-free LLM
Jjudge, match or exceed published LLM-in-the-loop methods across the published benchmark suite

when the encoder and language model are held equal?

In this research question, CLEAR’s performance is compared to the SOTA results mentioned
in Section 2.5.3 to evaluate where this work’s methods lie in the current literature. To ensure a fair
comparison, the evaluation set contains LLM-in-the-loop clustering algorithms only. Methods that
rely on training or fine-tuning the encoder itself, such as those tracked by the MTEB benchmark
(§2.1.4), are out of the scope of this thesis. Because no part of the CLEAR algorithm implements

fine-tuning, these methods are omitted from the analysis.
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3.4.1 Matched and Unmatched Configurations

We compare CLEAR directly to SOTA results in two settings: matched and unmatched. In the
unmatched configuration, we run CLEAR using the same frozen encoder and LLM as in research
question 3 (gemini-embedding-001 and glm-5) and compare its results on all 19 corpora at face
value against published results. This comparison is confounded, as a win against a SOTA method
on a benchmark might come from the algorithm or simply from a stronger encoder or LLM than
the published method had.

To address this, we also run a matched study in which we match the CLEAR algorithm’s
encoder and LLM to those of the SOTA algorithm we compare against (see Table 8 in Appendix B).
Where the NMI and ACC records for a benchmark are held by different methods, the NMI
holder’s configuration is matched. The algorithm itself is frozen across both settings. One further
design choice applies to the judge stage. The matched LLM produces all generation artifacts
(the rewrites, exemplars and codebook), while the judge itself always runs on gemini-2.5-flash
which is the one validated in research question 1. This keeps the measuring instrument fixed
across the 19 matched runs instead of changing it with every record holder’s model, at the cost of
one component that is not matched. Six matched components are substitutes where the original
model can no longer be run or has been superseded, as marked in Table 8; for example, the SPILL
algorithm’s encoder is no longer publicly served and is proxied by instructor-large. We also
run a simple ablation study in which CLEAR is matched by the LLM but not by the encoder,

and conversely, where the encoder is matched and the LLM is left unmatched.

3.5 Implementation

All LLM calls in this work are routed through a single shared client. A failed call (a rate limit, a
timeout or a gateway error) is retried up to three times with exponential backoff, in which the
pause before each retry doubles in length. As such, a long unattended run does not stop when a
single call fails. The model temperature is kept at zero throughout, and since LLM replies still
vary between runs in practice, every reported statistic is an aggregate over the ten replicates or
five seeds of its corresponding protocol.

The context window of the chosen LLM limits the assignment stage. A fine-grained codebook
can exceed 100 categories with definitions, and the per-document assignment of §3.1.1 re-transmits
this codebook with each of the 1,000 assignment calls. The four batched judges and the CLEAR
runs therefore classify documents in batches of 20 per call, so the codebook is sent once per 20
documents rather than once per document. Each call is sized against the model’s context window.
When the full request does not fit, the per-document clip is tightened first, from 1,000 down
to 150 characters, the category definitions are dropped second so that only the category names
are sent, and the batch size finally becomes whatever fits. This allows the same protocol to run
unchanged on an 8k-token context window (gemma-2-9b-it) and on a 128k one (gpt-4o).

Every prompt asks the model to reply with JSON only, but replies often deviate from this
format in practice. Some arrive wrapped in extra characters that mark the reply as a code block,
some contain trailing commas that break strict parsing, some return a bare list of numbers instead

of the requested objects, and some are cut off before the closing bracket. The parsing layer accepts
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each of these shapes and repairs what it can. A codebook reply is parsed in three attempts. It is
first read as strict JSON, then read again after repairing trailing commas, and if both attempts
fail, every well-formed category entry is recovered individually, so that one malformed definition
does not cost the whole codebook. When a batched classification reply cannot be parsed, the
same batch is sent once more, and if the second reply also fails, each of the batch’s documents is
classified with its own individual call instead. A malformed reply therefore costs at most a few
extra calls for that one batch, and the run itself always continues.

Finally, every paid artifact (the codebooks, rewrites, exemplars, reference labellings and
embeddings) is cached on disk, given a key that matches the corpus and, where relevant, the
configuration and seed. Reruns therefore cost nothing further, and the resulting per-run costs are
quantified in §5.2.

Chapter 4
Results and Analysis

All NMI and ACC values in this chapter and the remainder of the thesis are reported as percentages,
that is, the metrics of §2.3.2 multiplied by 100.

4.1 Research Question 1

Table 1 summarises the main judge validity results for the five judge LLMs. Each judge’s median
correlation with the benchmark ranking is reported here, along with the number of benchmarks
on which the correlation is significant, and the median partial correlations under the single and
joint geometry controls, each with its run-to-run standard deviation. Figure 5 visualises the
same comparison. Here, the raw and the jointly geometry-controlled medians are displayed for
each judge as a pair of bars, with all 19 per-benchmark correlations, each a mean over ten runs,
overlaid as dots. Finally, Figure 25 shows the full per-benchmark results behind every row, with
three panels per judge, one for the non-controlled setting, one for the dual-controlled (silhouette
and CH) setting, and one for the gap between the two.

Throughout this analysis, a correlation is defined as negligible below 0.10, weak from 0.10 to
0.38, moderate from 0.38 to 0.68, strong from 0.68 to 0.89, and very strong above 0.89.

4.1.1 Overall Validity Across Judge LLMs

All five judges correlate strongly or very strongly with the benchmark ranking, and all remain

strongly correlated when the silhouette score and the CH index are controlled for. The five

37



Median p | Median p | Median p |

Judge LLM Median p Significant Calinski-Harabasz silhouette both

gemini-2.5-flash +$0.88 £+ 0.02 19/19 +0.85 + 0.02 +0.76 &+ 0.04 +0.82 £ 0.02
glm-5 +0.93 4+ 0.01 19/19 +0.90 4+ 0.01 +0.86 + 0.01 +0.87 £+ 0.01
gpt-4o +0.90 4+ 0.02 19/19 +0.86 4 0.02 +0.84 + 0.02 +0.84 + 0.02
gpt-4o-mini +0.90 4+ 0.01 18/19 +0.81 4+ 0.03 +0.81 + 0.03 +0.80 £ 0.03
gpt-3.5-turbo +0.86 & 0.04 18/19 +0.80 &+ 0.02 +0.72 + 0.04 +0.76 £ 0.02

Table 1: The codebook judge results across judge LLMs on the generic-INSTRUCTOR testbed,
with all statistics as defined in the statistical protocol. The last three columns show the median
partial correlations controlling for the named geometric metric singly and jointly. The significant
column shows the number of benchmarks whose correlation is significant in a majority of the ten
runs.
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Figure 5: The judge—AMI correlation across the five judge LLMs on the generic-INSTRUCTOR
test bed of clusterings. For each judge, the orange bar shows the raw correlation and the light
blue bar the partial correlation controlling for the silhouette score and the Caliniski-Harabasz
index jointly. Each dot is one benchmark’s mean correlation over the ten runs, and each bar
marks the median of its 19 dots. Dots falling in the weak band are labelled with their benchmark.
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medians in Table 1 lie between +0.86 (gpt-3.5-turbo) and +0.93 (glm-5), and the run-to-run
standard deviations are between £0.01 and £0.04. Three of the five judges are significant on all
19 benchmarks (gemini-2.5-flash, gpt-4o, and glm-5), while the other two are significant on 18
of the 19.

The joint geometry control answers the second half of the research question. After controlling
for all that the silhouette score and the CH index can explain together (§3.1.4), the five medians
drop only by 0.06 to 0.10, to between 40.76 and +0.87, so every judge’s median remains above
the 40.68 strong cutoff.

Figure 5 also visualises the agreement between the judge algorithm’s five LLM variants. Their
19 per-benchmark correlations largely overlap, with CLINC(I) as the only benchmark below +0.50
for any judge, and controlling for geometry lowers the correlation by a similarly small amount for

every judge. This is clearly visible as the uniform gap between each bar pair.

4.1.2 Per-Benchmark Patterns

Looking at the orange judge-AMI correlation (uncontrolled) data in Figure 25 in Appendix D, it
is apparent that the general ordering of correlations of benchmarks is largely the same across
the LLMs used. The highest rankings are consistently shared by the topic corpora and the
coarser-grained corpora. All six topic corpora (Table 6 in Appendix A) score +0.62 or higher
from every judge, and all three domain corpora (MTOP(D), CLINC(D), and MASSIVE(D))
score +0.86 or higher. The middle rankings are occupied by the corpora labelled by entity type,
relation, and event type, which score between +0.60 and +0.95.

The intent corpora sit at both extremes. SNIPS, M-CID, and MTOP(I) score +0.94 or
higher from every judge and sit at or near the top of every judge’s ranking, while MASSIVE(I),
Banking77, and CLINC(I) consistently rank at the bottom, with CLINC(I) between +0.16
and +0.30. CLINC(I) is also the only benchmark for which any judge fails to show statistical
significance.

Closer inspection of the domain/intent pair benchmarks (benchmarks that have the same
corpus clustered by both domain and intent at different granularities) shows another disparity.
MASSIVE appears twice with the same 2,974 documents, yet every judge scores its domain
labelling at +0.86 to +0.93 against only 4+0.59 to 40.74 for its intent labelling. CLINC shows an
even greater disparity (+0.89 to +0.94 against +0.16 to +0.30).

The light blue panels show that controlling for both geometric metrics together does not break
the correlation on any benchmark for any judge. Almost all controlled correlations remain in
the strong or very strong region, with between one and six benchmarks per judge falling to the
moderate region and only a single value below it.

The red gap panels plot the difference between each benchmark’s raw and geometry-controlled
correlation. A positive gap means geometry explains part of the judge’s agreement on that
benchmark, so removing it lowers the correlation. In this case, the geometry artificially inflated
the correlation of the judge with benchmark rankings. On the other hand, a negative gap means
the control raises the correlation and the judge and the benchmark ranking agree better once the
geometric part of both is removed. As such, for negative gaps the geometry can be thought of as

obscuring the correlation of the judge with benchmark rankings.
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The distribution of these gaps over the benchmarks is largely the same for all five LLMs
with most gaps within about £0.15 and the extremes on the same corpora in every row. The
largest positive gaps are for Tweet89, between +0.18 and +0.36 for all five judges, and MTOP (D),
between +0.22 and +0.43 for four of the five with glm-5 the exception at +0.07. The largest
negative gaps are shown on the weakest intent corpora. For example, CLINC(I) lies between
—0.39 and —0.44 for every judge and Banking77 between —0.20 and —0.29, so on these two
corpora the geometric metrics do not explain the judge’s agreement, and the correlation is higher

after controlling for the silhouette score and the Caliriski-Harabasz index.

4.2 Research Question 2

Table 2 shows the summary statistics explained in research question 2’s statistical protocol (§3.2.3)
for all eight discussed k-inference methods plus the non-LLM silhouette-argmax baseline. The
first two columns count benchmarks where the median inferred k (over ten runs) falls within a
factor of 1.5 and within ten percent of the benchmark k, respectively. The last three columns are
the median absolute log-ratio error, CCC and the spread over the ten runs as discussed in §3.2.3.
Higher is better for the two counts and CCC, while lower is better for the other two. Figure 6
shows the corresponding calibration analysis where each estimator’s inferred k is plotted against
the benchmark k over the 19 corpora together with the fitted line.

Method Within-1.5x 1 Within £10% 1 Med. |¢] 4 CCC 1 Spread |
Codebook 7/19 2/19 0.81 0.54 1.09
Direct 9/19 2/19 0.61 0.57 1.09
Probe 6/19 2/19 1.61 0.05 1.04
Pairwise 8/19 3/19 1.10 0.62 0.57
Sequential 5/19 2/19 0.84 0.48 1.14
Simpson 5/19 4/19 0.83 0.42 1.03
Judge sweep 6/19 1/19 0.94 0.54 1.09
Merge convergence 1/19 0/19 1.73 0.13 0.17
Silhouette-argmax (no LLM) 9/19 4/19 1.15 0.19 1.06

Table 2: Granularity estimation on the 19-benchmark suite with gemini-2.5-flash as the LLM and
generic-instruction instructor-large embeddings, with all statistics as defined in the statistical
protocol.

4.2.1 Estimation Accuracy

Direct is the most accurate estimator. Its estimates lie within 1.5x of the benchmark &k on 9 of
19 corpora with a median absolute error of 0.61, which corresponds to a typical miss of about
a factor of 1.5 (206! ~ 1.5). The Pairwise-inferred granularities have the highest concordance
(CCC 0.62), and six of the eight methods reach CCC between 0.42 and 0.62. Probe is the clear
outlier with a median absolute error 1.61 and CCC of 0.05. Most importantly, no estimator
(including the non-LLM baseline) places more than 4 of 19 inferred corpora k within £10% of
the benchmark k.

None of the eight LLM-based methods outperform the baseline method in terms of the number
of corpora within 1.5x or £10% of the benchmark. Under the paired Wilcoxon test of §3.2.3, no
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Figure 6: Calibration of the inferred granularity k against the benchmark & for the eight estimation
methods, panels (a) to (h), and the LLM-free silhouette-argmax baseline, panel (i). Both axes are
logarithmic, and each dot is the median k of one corpus over the 10 repetitions. Grey whiskers go
over the minimum and maximum of all repetitions. The dashed grey line marks perfect calibration
(l% = k). The coloured dotted lines show the least-squares fit of logZI% on log, k, and the shaded
band gives its 95% confidence interval from 2,000 bootstrap resamples.
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method’s per-corpus errors differ significantly from the baseline’s in either direction (W between
44 and 94, all p > 0.12, Table 9 in Appendix D). The baseline silhouette-argmax method matches
the best LLM method (Direct) on the within-1.5x rate of 9/19, but with a median absolute error
of 1.15, almost double that of Direct (0.61). Its CCC of 0.19 shows that its estimates barely
co-vary with the benchmark granularity. As such, its hit rate comes from landing in the middle
of the granularity range rather than from tracking k. Conversely, the LLM methods’ estimates
move with the benchmark k even where their absolute accuracy is similar. One striking exception
to this is the Probe method which, similarly to the baseline, has a hit rate similar to other LLM
methods (within-1.5x = 6/19) by simply predicting a relatively constant k.

The Pairwise, Sequential, and Merge convergence methods systematically overshoot the
inferred granularities, while the Codebook, Direct, Probe, Judge sweep and Simpson methods all
undershoot, Probe most strongly. Six methods have spreads near 1 (1.03 to 1.14) so repeated
runs disagree by about as much as the estimate itself. Pairwise is significantly steadier (spread =
0.57) and Merge convergence is by far the most stable (spread = 0.17) while also being the least
accurate (median absolute error 1.73 and within-+10% rate of 0/19).

4.2.2 Calibration

Looking at Figure 6, the first apparent point is that every fitted slope lies below 1. The grey
dashed line represents perfect granularity inference, k=k. Every estimation method therefore
pulls its estimates towards the middle of the k range. On corpora with a low k, the inferred k is
usually too high, and on corpora with a high k, the inferred k is usually too low. The methods
differ mainly in how strongly the estimates are pulled towards this middle and in how much the
estimates scatter around the fitted line (as is apparent from the different widths of the shaded
confidence bands).

The replications with gpt-4o-mini and gpt-3.5-turbo (Tables 10 and 11 in Appendix D)
reproduce the headline result on both beds: at most 3 of 19 corpora land within £10% of the
benchmark k, and no method significantly beats the silhouette baseline. The steepest calibration
slope falls from 0.74 to 0.61 and 0.39 across the three models.

4.3 Research Question 3

All results in this section use gemini-embedding-001 embeddings and glm-5 as the LLM inside
the CLEAR algorithm. Figure 7 reports the clustering quality (ACC and NMI versus benchmark
clustering) per benchmark. Figure 8 shows the improvement over a simple k-means baseline on
the same embeddings. We ran CLEAR over all 19 benchmarks with five random seeds, for a total
of 95 runs. Table 3 shows which candidates the judge selected over the 95 runs. Figure 9 isolates

the final repair step, measuring what it adds to the judge-selected clustering.

4.3.1 Clustering Quality

Over the 19 benchmarks, CLEAR reaches a mean NMI of 79.0 and a mean ACC of 68.6. Ten
benchmarks lie at 80 NMI or higher, topped by SNIPS (96.0 NMI, 98.2 ACC), MTOP(D) and
BBC News, and the lowest NMI values belong to the three mention corpora FewEvent, FewRel
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Figure 7: Per-benchmark clustering quality of CLEAR. Bars show the NMI (blue) and ACC
(green) means over the five runs. Whiskers show one standard deviation, and the dotted lines show
the two means over the 19 benchmarks. Exact values can be found in Table 12 in Appendix D.
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Figure 8: Improvement of CLEAR over k-means on the same encoder, seed-paired per run, for
(a) NMI and (b) ACC (gemini-embedding-001 embeddings, glm-5 as the LLM). Bars are mean
deltas over the five runs. Whiskers show one standard deviation ovver the 5 runs, and the dotted
lines show the mean over the 19 benchmarks.
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Candidate Clustering family Selections Share

k-means (raw) k-means 15 16%
k-means (averaged) k-means 3 3%
k-means (rewritten) k-means 1 1%
exemplar-initialised (raw) k-means 37 39%
exemplar-initialised (averaged) k-means 30 32%
GMM (raw) GMM 1 1%
GMM (averaged) GMM 4 4%
Ward (raw) agglomerative 4 4%

Table 3: How often the judge selected each of the eight candidates across the 95 runs (19
benchmarks, five seeds) of the gemini-embedding-001, glm-5 configuration.

and FewNerd (64 to 66) and to CLINC(D) (59.1). The runs are relatively stable over the five
seeds with most standard deviations below 3 points. NMI values are generally higher than ACC.
Since ACC matches clusters to benchmark classes one-to-one, a clustering that splits a benchmark

class loses ACC even when NMI shows the split preserves most of the label information.

4.3.2 Improvement over the Geometric Baseline

CLEAR improves on k-means on 15 of 19 benchmarks in NMI (mean +2.6) and 13 of 19 in ACC
(mean +3.7). A Wilcoxon signed-rank test on the 19 per-benchmark mean deltas confirms the
NMI uplift is statistically significant (W = 34, p = 0.012), while the ACC uplift falls just short of
significance (W = 47, p = 0.055). The largest gains (FewNerd at +15.8 NMI and +14.9 ACC and
StackEx-S2S at +10.7 NMI and +19.4 ACC) are consistent across seeds and metrics, both with
whiskers of about two points or less. The losses are small on NMI, at worst —3.5 on CLINC(I),
but CLINC(I) also has the one large ACC loss at —14.1. The weakest benchmark of the uplift

comparison is the finest intent corpus.

4.3.3 Selected Candidates

Table 3 shows that the judge’s selections concentrate on the two exemplar-initialised candidates,
which together win 67 of the 95 runs (71%). These are the two candidates whose starting centres
come from the LLM-generated codebook. Plain k-means on the raw embeddings is the only other
frequent pick at 15 runs (16%). Ward, averaged and rewritten k-means win eight runs combined
and the two Gaussian mixtures five, so no candidate remained unpicked. Overall, k-means is by

far the most selected family of candidates, with approximately 90% of total picks.

4.3.4 The Contribution of the Repair Step

Figure 9 shows, per run, the final score minus the score of the judge-selected candidate before
repair. Over the 95 runs, repair adds +0.66 NMI and +0.78 ACC on average. It improves NMI in
60 runs, worsens it in 9, and leaves 26 untouched. ACC improvement is similar, with improvement
on 58 runs and worsening on 11 runs. The largest per-benchmark gains are StackOverflow (43.03
NMI, +3.32 ACC), DBPedia (41.87 NMI) and StackEx-S2S (+2.79 ACC). MTOP(D) is the only
corpus where repair consistently hurts (—1.87 NMI, —1.20 ACC).
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Figure 9: The contribution of the repair step over the 95 runs, for (a) NMI and (b) ACC. Each
bar is a benchmark’s mean difference between the final clustering and the judge-selected candidate
scored before repair. The dots are the five individual runs.

4.4 Research Question 4

Figure 10 compares the CLEAR algorithm to the best published result on every benchmark in
the unmatched and matched configurations of §3.4.1. In the unmatched configuration, CLEAR
runs in the exact setup of research question 3 and is compared against each benchmark’s best
published result, regardless of the encoder and language model used to produce that result. In
the matched configuration, CLEAR instead uses, for each benchmark, the encoder and LLM of
the method that produced the SOTA NMI result, so that the only difference between the two
sides is the actual algorithm, allowing for a fairer comparison.

Figure 11 extends this comparison into an additional LLM-matched configuration where only
the same LLM is used as the SOTA method but the encoder is gemini-embedding-001, and an
encoder-matched configuration where the opposite happens. Results are summarised as mean
differences from the best published results across the 19 benchmarks for each configuration.

Finally, Figure 12 isolates CLEAR’s judge mechanism. It compares the quality of the judge’s
pick against picking at random, always keeping the k-means candidate, picking by silhouette
score, and an oracle that always picks the best candidate. Table 8 in Appendix B lists the encoder

and LLM used by each SOTA method and these are exactly the configurations CLEAR used in
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the matched comparison. The footnotes explain where the original model is no longer available

and a substitute is used.

4.4.1 Against the Published State of the Art

In the unmatched configuration (panels (a) and (b) of Figure 10), CLEAR is ahead of the best
published result on 14 of 19 benchmarks in NMI and 11 of 19 in ACC, with a mean difference of
+3.0 NMI and 4+0.1 ACC. The largest margins are BBC News at +17.4 NMI, ArXiv-S2S at +17.8
ACC and StackEx-S2S at +13.2 ACC, where each result is against a different published method.
The losses are largest on the fine-grained intent and mention corpora, particularly CLINC(I) at
—11.9 NMI and —32.1 ACC, followed by FewNerd at —14.4 ACC.

In the matched configuration (panels (c¢) and (d)) the wins drop to 8 of 19 in NMI and 9 of 19
in ACC and the mean differences are negative at —1.2 NMI and —4.1 ACC. BBC News does stay
at +14.8 NMI and StackEx-S2S at +9.5 ACC, so on these corpora the algorithm itself carries the
advantage. The losses on the fine-grained corpora widen instead, with CLINC(I) at —12.3 NMI
and —26.5 ACC, FewNerd at —20.0 ACC and MTOP(I) at —15.0 ACC.

An important caveat is that some matched configurations required substitutions because of
the unavailability of encoders or LLMs (mentioned as footnotes in Table 8) and therefore, possibly
more capable configurations were used than the exact matched configuration on some benchmarks.
On the 11 benchmarks whose matched configuration required no substitute, CLEAR wins 5 of 11
in NMI and 4 of 11 in ACC. This is a rate comparable to the suite-wide 8 of 19 and 9 of 19.

4.4.2 Configuration Ablation Study

Figure 11 shows a sharper picture of how configuration influences the mean difference in NMI
and ACC with SOTA results. On NMI, the mean difference to the SOTA results falls from +3.0
with both ingredients unmatched to +1.8 when only the LLM is matched, +0.8 when only the
encoder is matched, and —1.2 when both matched. On NMI, CLEAR therefore stays ahead of
the SOTA on average under either single swap, and only drops below them when both encoder
and LLM are matched together. On ACC the same ordering holds at a lower level, from +0.1
for both unmatched through —0.6 for only LLM matched and —2.3 for only encoder matched to
—4.1 for both matched. From panels (a) and (b), it is evident that only matching the encoder on

average reduces performance more than only matching the LLM.

4.4.3 The Judge as Selector

Figure 12 shows that the mean NMI of the selected candidate rises monotonically from a random
pick (75.6), to always taking the k-means candidate (76.4) and the silhouette-argmax choice (77.6),
to the judge (78.4), with the oracle ceiling at 79.7. The same monotonic increase is found for
ACC. The judge selects candidates that are on average 0.8 NMI better than the silhouette-argmax
choice. On ACC the judge’s advantage over silhouette goes down to 0.2. Against a random pick,
the judge’s increase is 2.8 NMI and 3.3 ACC.
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Figure 10: The CLEAR algorithm’s results on the benchmark suite against the best published
result per benchmark, in the unmatched configuration (gemini-embedding-001, glm-5) in panels
(a) and (b) and in the matched configuration in panels (c) and (d). The signed value above each
pair gives the difference, which is positive (green) where CLEAR is ahead and negative (red)
where it is behind.
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Figure 11: The matched/unmatched ablations as mean difference to the best published result
over the 19 benchmarks, for (a) NMI and (b) ACC.
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Figure 12: Comparison of selection strategies over the 95 candidate pools (19 benchmarks, five
seeds), for (a) NMI and (b) ACC. Each dot is the mean score of the candidate that the strategy
selects, as discussed in §4.4.3

Chapter 5

Discussion

This chapter uses the results of the previous chapter to answer the overall question of this work,
whether and in what capacity the natural language reasoning of an LLM, given a one-sentence
clustering criterion, can be used to evaluate, size and steer the clustering of an unlabelled corpus.
The four research questions are answered in order, followed by the anomalies in the results, the

algorithms’ place in the literature and the limitations that motivate the future work.
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5.1 Interpretation of Findings

5.1.1 Research Question 1

The main result of research question 1 is that the label-free scores produced by the codebook judge
introduced in Section 3.1.1 correlate with agreement against the benchmark labels significantly on
at least 18 of the 19 corpora for every one of the five judge LLMs, with median correlations in the
strong to very strong range, and that this correlation largely survives when the silhouette score
and Caliniski-Harabasz index are controlled for. Three main aspects of the judge’s algorithmic
design likely explain why this is the case.

First, the judge never scores a clustering directly. The obvious alternative would have been to
show the LLM a candidate clustering (for example, a sample of documents per cluster) and ask it
to rate the clustering’s quality on a numeric scale. That is an open-ended rating task, and §2.6.2
documents that LLM judges on such tasks show position bias (rating what is shown first more
favourably), verbosity bias (favouring clusters with longer or more numerous documents) and a
preference for LLM-generated over human-written text.

Instead, the judge builds a reference labelling R and calculates the AMI between R and the
candidate. This turns the rating task into two tasks: listing the categories present in a sample of
documents, and classifying a single document into a fixed list. None of these tasks prompts the
LLM to compare candidates, so position bias has nothing to act on. Neither task asks it to rate
quality either, so verbosity bias has nothing to reward. The final comparison to the reference
labelling is a deterministic, chance-corrected metric that no model biases can enter at that stage.

Second, the judge is designed specifically to measure semantic agreement between cluster
members rather than geometry, since AMI depends only on the contingency between two labellings
and never sees an embedding coordinate or distance. This is plausibly why controlling jointly
for the silhouette score and the Caliriski-Harabasz index only lowers the five medians in Table 1
slightly (for example, from +0.93 to +0.87 for glm-5 and from +0.86 to +0.76 for gpt-3.5-turbo)
and why every judge remains in the strong range.

Third, the criterion is inserted at both the codebook generation stage and the reference-
building stage, so the judge’s reference is strongly conditioned on it. The domain/intent pairs
show this most clearly: MASSIVE(D) and MASSIVE(I) are benchmark clusterings of the exact
same documents but using different criteria, and every judge still correlates moderately to strongly
with both, scoring the domain labellings between +0.86 and 40.93 and the intent labellings
between +0.59 and +0.74. This suggests the judge is responding to the criterion sentence rather
than a fixed notion of similarity.

The medians only span +0.86 (gpt-3.5-turbo) to +0.93 (glm-5) despite a three-year gap in
release date (2023 against 2026). As such, above a basic capability floor, LLM capacity does not
seem to limit the judge’s correlation with the benchmark labelling, which practically means the
judge can be run with a cheap model.

The judge does have one systematic weakness. CLINC(I) is the only corpus that falls in the
weak band for every judge, with correlations between +0.16 and +0.30. It is also the only corpus
on which significance is ever lost (for two of the five judges). Part of the mechanism lies in the

judge’s first stage. The codebook is discovered from a sample of 300 documents. At & = 151 that
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is roughly two documents per intent, so many intents enter the sample once or not at all. The
fitted line in Figure 6(a) implies that a corpus of this granularity generally receives a codebook of
about 40 categories, roughly four times coarser than the benchmark labelling. Coarseness alone
does not explain the collapse, however. The same line implies a similarly compressed codebook
for MTOP(I) at k = 102, yet that corpus never approaches the weak band.

Under the joint control, CLINC(I) rises to between +0.57 and +0.69 for every judge. Once the
geometric signal is held fixed, the judge’s ranking still tracks AMI on this corpus. Therefore, the
low raw correlation appears to be largely the geometric metrics obscuring the judge’s agreement
on this corpus, which is the negative gap effect of Figure 25, where CLINC(I) shows the largest
negative gap for every judge. The compressed codebook is at most a contributing factor. CLINC(I)
does reappear as the weakest corpus in every later experiment, although there the codebook’s
sampling ceiling matters directly, since granularity estimation and candidate ranking both depend
on the resolution of the judge’s reference.

The answer to both halves of the research question is therefore yes: given only the criterion,
the judge’s scores correlate strongly with human judgement, and that correlation is more than a

restatement of what the label-free geometric metrics already measure.

5.1.2 Research Question 2

Research question 2 returned a negative result. No estimator places more than 4 of 19 corpora
within +£10% of the benchmark k, and every fitted slope in Figure 6 lies below one. Looking
at the calibration plots, all estimators regress towards the middle of the granularity range, and
this happens for a different reason at each end of the scale. At high k, the systematic weakness
discussed above (§5.1.1) applies. An estimator that sees 300 documents simply cannot enumerate
151 categories. This appears to be a sampling ceiling rather than a reasoning ceiling. In the
low k regime, overshoot plausibly occurs because the prompt lacks more in-depth granularity
constraints than the criterion. When instructed to list all evident categories, the LLM naturally
captures the visible sub-topics within the broad benchmark classes, since nothing specifies a
stopping criterion.

Direct is the most accurate method. It only has to state a number rather than write the
categories down, so it can estimate more categories than its 300-document sample explicitly shows.
Because of this, it is also the only method that ever guesses above 200. Its fitted slope of 0.67 is
therefore also the steepest of the sample-based methods.

The remaining methods trade accuracy against stability in different ways. Pairwise reaches
the highest concordance and a lower spread by leaning on the Ward hierarchy as a scaffold. Merge
convergence is by far the most stable while also being the least accurate, so a stable estimator
can be stably wrong. Simpson undershoots exactly as predicted in §3.2.1, and Probe collapses to
a near-constant estimate of around 13.

The Judge sweep (slope 0.41) appears to be estimating the codebook’s granularity rather than
the benchmark’s, since the AMI against the reference labelling is maximised when the candidate’s
granularity matches that of the reference. The judge therefore carries a prior on granularity, and
the right response is to use it only where that prior affects every option equally, which is exactly

what CLEAR does by comparing all candidates at the same k. Finally, the silhouette-argmax
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baseline matches Direct on the within-1.5x count while barely co-varying with the benchmark
granularity, so matching it is no evidence of tracking k.

The LLM estimators do carry a real signal, with most reaching a moderate CCC, but with the
exception of Pairwise, their run-to-run spread is simply too high. An estimate that can double or
halve under a fresh sample is not a usable k. This negative result is also not specific to the LLM.
The regression to the middle and instability is unchanged under both replications.

The answer to research question 2 is therefore that, given only the criterion, LLMs track the
direction of granularity but cannot infer its value. As discussed above, each method has its own
failure mode, but the most apparent evidence of their overall unreliability is that no estimator
places more than 4 of 19 corpora within +£10% of the benchmark k, and all but one vary by
roughly their own size under a new sample. Of course, this answer is only as extensive as the
eight methods that were tested. The space of possible prompts and procedures is unbounded, so

potentially a better estimator than the ones covered here could always exist.

5.1.3 Research Question 3

Over the 19 benchmarks and five runs per benchmark, CLEAR reaches a mean NMI of 79.0 and a
mean ACC of 68.6. The per-benchmark extrema run from SNIPS at the top down to CLINC(D)
in NMI and FewRel in ACC at the bottom (§4.3.1). Compared against seed-paired k-means on
the same embeddings, CLEAR is ahead on 15 of 19 benchmarks in NMI (mean +2.6, significant
at p = 0.012) and 13 of 19 in ACC (mean +3.7, p = 0.055). The analyses of §4.3.4 and §4.4.3
show how this gain can be decomposed. Always picking the k-means candidate gives a mean
NMI of 76.4 (ACC 64.9). Selecting the candidate with the judge instead raises this to 78.4 (ACC
67.8), and the repair step adds a further +0.66 (ACC +0.78), arriving at CLEAR’s final 79.0
(ACC 68.6). As such, roughly three quarters of the gain comes from selecting a better candidate
and one quarter from repairing it.

In the candidate selection, the judge picks one of the two exemplar-initialised candidates in
71% of runs. While random initialisation places centres in dense embedding regions, codebook
initialisation starts at criterion-aligned category prototypes. This should help the final partition
land closer to a local optimum aligned with the one-sentence criterion, which is exactly what we
want.

A natural concern with this selection pattern is circularity, since in the unmatched configuration
the same LLM produces the exemplar artifacts and judges the candidates (§2.6.2). The matched
configuration offers a partial control, as its judge is gemini-2.5-flash rather than glm-5, and
the cross-family judge still selects the exemplar-initialised candidates most often (48% of the
95 matched runs against 71% under the same-family judge). The preference therefore does not
appear to be purely self-recognition, although a systematic test of same-model preference in
judge-based selection remains future work.

The two largest gains over simple k-means in Figure 8 are for benchmarks in which we expect
this criterion-aligned start to matter most. First, on FewNerd (+15.8 NMI, panel (a)), the
criterion is the type of a named entity (a person, place, organisation and so on) singled out at
the end of each text, but a sentence embedding mostly encodes the sentence’s overall topic, so

k-means from random starts recovers topic structure rather than entity types. Thus, starting
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from the embedded prototypes of LLM-generated entities encourages the initialisation to reflect
the intended criterion and thus pull the clustering towards it. Second, StackEx-S2S (+19.4 ACC,
panel (b)) contains 121 classes. In this fine-grained regime, random initialisation often leaves
benchmark classes without centres, and these classes are then often merged, whereas the codebook
seeds a centre for every category the LLM found, based on the criterion.

The rewritten candidate wins only 1 of 95 runs (Table 3). This can plausibly be attributed to
the fact that compressing each document to a 15-word phrase discards too much information
the encoder needs. The averaged variants, which mix the rewrite embeddings into the raw ones
instead of replacing them altogether, are chosen on 37 total runs (30 exemplar-initialised, 4 GMM
and 3 k-means in Table 3). As such, the rewritten version is a useful supplement to the original
rather than a full replacement itself. This is mostly in line with other SOTA LLM-in-the-loop
algorithms in the literature such as LUMI, which averages pseudo-labels into the original vectors,
and Few-Shot Clustering which concatenates keyphrases (§2.4.1).

The judge’s advantage as a selector is larger on NMI than on ACC (outperforming silhouette
selection by 0.8 and 0.2 in panels (a) and (b) of Figure 12). The judge scores using AMI, which,
like NMI, does not penalise splitting a benchmark class, whereas ACC’s one-to-one matching
does. Therefore, the judge aligns with NMI by construction, and only indirectly with ACC. The
repair gain is small relative to the candidate selection gain by design. Only 600 documents per
run are reclassified and each round is kept only if the judge score rises, so the 26 untouched runs
in Figure 9 are those where the judge rejected the first round outright. Where repair actually
does act, it helps in 60 runs and hurts in 9.

It appears to help most where the text explicitly states the category, but the embedding does
not separate it. On StackOverflow (4+3.03 NMI repair gain in Figure 9), which is clustered by
programming topic, titles about different technologies share most of their words (e.g. “how to
parse a JSON string in Java” sits next to the same question about Python). Many titles therefore
lie between centroids, even though each explicitly names its topic. The LLM reads the documents
and can fix exactly those that the geometry placed incorrectly.

On MTOP(D), which clusters by assistant command domain and is the one corpus where
repair consistently hurts (—1.87 NMI in the same figure), the opposite happens. The pre-repair
clustering is already close to the benchmark (96.3 NMI before repair), so the uncertain documents
are often not mistakes, but can genuinely fit two assistant domains at once. For example, an
utterance like “remind me to call mom” belongs to the reminder domain under the benchmark’s
annotation rules, but interpreting it as a calling request is just as defensible. The LLM thus
sometimes picks the wrong domain. Because each round is accepted by the judge rather than by
the benchmark labels, these changes are kept, causing agreement with the benchmark to fall.

The main failure case of the CLEAR algorithm is the same as in research question 1. On
CLINC(I), the judge cannot reliably order the eight candidates (§5.1.1) since the codebook covers
only a fraction of the 151 intents. Consequently, the selected candidate is no better than plain
k-means and is clearly worse on ACC, accounting for the single large ACC loss in panel (b) of
Figure 8 (—14.1). Repair does not improve the performance, so it changes the score by almost
nothing (40.04 NMI in Figure 9). However, this weakness stays limited to a few corpora, and
CLEAR still reaches a high mean NMI and ACC over the full suite (§4.3.1).
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The answer to research question 3 is therefore that an LLM acting as a criterion-equipped
partitioner and judge does align unsupervised clustering more closely with the partitions humans
draw, across nearly every corpus and criterion type in the suite. Most of this alignment comes
from selecting a criterion-aligned clustering rather than repairing one. This alignment fails mainly
where the granularity of the human taxonomy exceeds what the judge’s sampled reference can

resolve.

5.1.4 Research Question 4

To remind the reader, in the unmatched configuration, CLEAR is compared to SOTA results on
each benchmark under the default configuration of research question 3 (gemini-embedding-001 as
the encoder and glm-5 as the LLM). Conversely, in the matched configuration, it adopts each
benchmark’s NMI record holder’s encoder and LLM, so only the algorithm itself differs. In the
unmatched configuration, CLEAR beats the best published result on most benchmarks on both
NMI and ACC (Figure 10). Matching the encoder and LLM to each record holder lowers the win
counts, but a substantial share of the benchmarks are still won.

This is a strong result since it means this work’s general, criterion-driven algorithm, frozen
across all 19 corpora, holds its own against a large portion of the 19 separately optimised state-
of-the-art records (8 of 19 in NMI and 9 of 19 in ACC). The results of this analysis suggest that
the advantage on those benchmarks is unlikely to come from stronger configurations and most
likely lies in the algorithm itself. This default configuration is, however, almost certainly stronger
than any configuration behind the published records, as both gemini-embedding-001 and glm-5
postdate every encoder and LLM used by the record holders (Table 8).

Figure 11 suggests that both ingredients matter, but in different amounts. Swapping the
encoder costs roughly twice as much mean performance as swapping the LLM on NMI, and more
than three times as much on ACC. This makes sense when analysing CLEAR’s design. The
encoder alone likely does most of the work in shaping the distribution of text in the embedding
space. An LLM can enhance this positioning (via the averaged or rewritten embeddings), but
the encoder largely dictates the primary structure. Everything else the LLM contributes (the
codebook, exemplar starts, the judge’s selection, and repair rounds) builds on top of this base
representation to guide or refine the clustering.

As such, a stronger encoder should improve the whole clustering pipeline, and gemini-embedding-001
(Jul 2025) is stronger than many SOTA encoders in the literature, such as the instructor-large
(Dec 2022) encoder used in 13 out of 19 benchmarks. As expected, CLINC(I) is again the weakest
benchmark in the matched configuration, for the same reason as in the previous research questions.
The judge’s sampled reference cannot resolve its 151-intent granularity (§5.1.1).

The answer to research question 4 is therefore a qualified yes. With the encoder and language
model held equal, the single, general CLEAR algorithm matches or exceeds the published LLM-
in-the-loop record on a fair share of the suite, falls behind mainly where the record holder is
a specialist for that corpus’s criterion, and gains a distinct overall advantage as soon as its

ingredients are allowed to be modern ones.
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5.2 Token Cost

Both the codebook judge and the CLEAR algorithm have a specific token budget. Let N be
the corpus size, £ the average document length in tokens, k the target granularity and m the
LLM-generated codebook size (number of categories in the codebook). Of these variables, only
m is unknown before running, but it can be budgeted in advance from k, since the codebook
calibration of Figure 6(a) predicts m = 2%:2% k043 ~ 4.8 k043, Table 4 fully itemises the expected
input tokens per stage. We assume the fixed input token usage of the prompt templates is
negligible. Output tokens are assumed negligible everywhere except in the rewrite stage. Here,

the returned phrases are expected to add roughly another 20N tokens.

Stage LLM calls Input tokens Output tokens
Codebook discovery 1 300 l —
Reference assignment 50 1,000 £ + 1,250 m —
Judge total 51 1,300 ¢ 4 1,250 m —
Document rewrite N/25 N ~ 20 N
Category exemplars m ~ 100m —
Cluster naming k 8kt —
Boundary repair 30 600 ¢+ 150 k —
CLEAR total (with judge) N/25+k+m+81 (N + 8k +1,900)¢+ 1,350m + 150k ~20N

Table 4: Expected LLM token cost by stage, as a function of corpus size N, average document
length ¢ in tokens, target granularity & and codebook size m. Call counts are exact per protocol,
and we assume the number of repair rounds is at the three-round maximum.

Summed over the full 19-corpus suite, one full CLEAR pass therefore costs about 6.1 million
tokens, roughly 4.7 million of input and 1.4 million of output, of which the 19 judge references
account for about 1.4 million input tokens (where N sums to 69,002 documents, ¢ averages
roughly 40 tokens, k ranges from 5 to 151). Using glm-5 as the configuration LLM, with an input

token cost of $1.00 per million and an output token cost of $3.20 per million, that pass comes to
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roughly $9. That is equivalent to an average dollar cost of roughly $0.0133 per 100 documents.

Encoding cost is not included since its total cost is negligible.

Chapter 6

Conclusion and Future Work

6.1 Conclusion

This thesis asked whether the natural language reasoning of an LLM, given access to a one-sentence
clustering criterion, can be used to evaluate, infer the granularity of, and generate the clustering
of an unlabelled corpus. Each of the four research questions answered one part of that question,
and together they draw a consistent picture of where criterion-conditioned LLM reasoning helps,
where it does not, and why.

For evaluation, the answer is yes. The codebook judge of §3.1.1 converts a one-sentence
criterion and the corpus into a reference labelling of that corpus and scores any candidate
clustering against it without ever seeing a benchmark label. Across the full suite of corpora and
criterion types, its scores correlate significantly with agreement against the benchmark labelling
on nearly every corpus for every one of the five LLMs tested, with median correlations in the
strong to very strong range. The correlation mainly survives joint control for the silhouette score
and the Caliniski-Harabasz index. The judge is therefore not a restatement of geometry. It does
fail in one predictable regime: corpora whose granularity exceeds what its sampled discovery
stage can resolve (e.g. CLINC(I)).

For granularity estimation, the answer is a clear no. None of the eight granularity estimators,
whether they rely on enumeration, direct estimation, vote aggregation or hybrid geometric designs,
recovers the benchmark granularity with useful accuracy.

Every calibration slope lies below one, and most estimates vary by roughly their own size under
different random seeds. Replicating the entire experiment with two further LLMs reproduced the
same negative result, so the failure seems to stem not from the capacity of any single model but
from the task itself. The practical consequence is therefore that granularity is an analyst’s choice
and must remain a user-controlled input if the CLEAR algorithm is to be used in production.

For actual clustering, the answer is also yes but within some defined limits. CLEAR uses
the fact that the validated judge algorithm from research question 1 correlates significantly with
human evaluation to perform clustering itself. It does this by turning the judge into an active
component that selects among eight candidate clusterings and performs an additional bounded
repair step. This lets the clustering algorithm be tailored to the corpus by choosing the base

clustering algorithm that produces the highest human-aligned score. It beats seed-paired k-means

95



on the same embeddings on most benchmarks on both metrics. As expected, most of that gain
comes from the candidate selection process and the remainder from repairing it, where an LLM
conditioned on the criterion is used in both.

Against the published state of the art, CLEAR wins most benchmarks in its own modern
configuration, and still holds a substantial share of the records when compared on an LLM- and
encoder-equal basis. The decomposition of LLM and encoder contribution attributes roughly twice
as much of the effect of configuration to the encoder as to the LLM. As such, the results indicate
that the choice of encoder, as well as the LLM, substantially affects CLEAR’s performance.

One important caveat applies to every result in this thesis. Whenever results show the judge’s
agreement with human judgement, an estimator’s recovery of granularity, or a clustering’s quality
against human labels, the quantities computed measure agreement with one specific benchmark
labelling, produced by one or more particular annotators under a given annotation scheme. As
such, results that show agreement with human clustering can only be said to show alignment
with the annotators who built these benchmarks. The generalisation to other human clusterings

is therefore strictly an assumption rather than a finding.

6.2 Contributions

The contributions in this work can be summarised in three main points:

1. A new label-free, LLM-powered clustering evaluation method. In the first large-scale
validation of its kind, its scores are shown to correlate strongly with benchmark labels
across corpora, criterion types and judge LLMs, beyond what geometric metrics already

measure.

2. A systematic study showing that the granularity of a human taxonomy cannot be reliably
inferred from the criterion and the unlabelled corpus alone, at least not by any of the

estimation methods tested here, across three different LLMs.

3. CLEAR, a general clustering algorithm that takes as input only the corpus, the criterion
and a target k. It beats the published state of the art on most benchmarks in its own
configuration, and still wins a substantial share when matched to each record holder’s own
encoder and LLM configuration. As of the time of writing, this work’s proposed clustering
algorithm is therefore fully competitive with state-of-the-art LLM-in-the-loop text clustering

algorithms.

6.3 Future Work

As identified in §5.1.1, the granularity ceiling is the biggest weakness of both the codebook judge
and the CLEAR algorithm. Most weaknesses that recur across the four research questions trace
back to the judge’s discovery-stage reading of a 300-document sample, which prevents it from
resolving taxonomies with 100 or more categories, such as CLINC(I). This 300-document choice
was made to trade off context-window fit against sampling breadth. A promising next step could

be a hierarchical discovery stage. The LLM would first build a coarse codebook from the sample
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and would then be prompted to split each category into subcategories. This would multiply the
granularity the judge can resolve without enlarging the actual sample.

In the configuration ablation of research question 4, we found that the encoder contributed
roughly twice as much to the overall performance of the CLEAR algorithm as the LLM. Enhancing
the encoder is therefore a natural target for future research. CLEAR currently treats the encoder
as frozen. Fine-tuning the encoder on judge-derived signals, for example, criterion-conditioned
triplets in the style of ClusterLLM but labelled by the codebook judge rather than by benchmark
labels, would allow the representation to adapt to the criterion and might therefore substantially
boost performance. A CLEAR variant fine-tuned this way could then also be compared directly
against other state-of-the-art encoder fine-tuning methods. This was deliberately left out of the
scope in this work.

Finally, the caveat of §6.1 could be investigated empirically. All results here measure agreement
with one benchmark labelling per corpus and not human labelling in general. A large-scale human
study in which fresh annotators cluster corpora under stated criteria would test whether the
judge tracks human judgement in general rather than specific benchmarks. This would generalise

the result beyond the annotators who built the benchmarks.

Data and Code Availability

All relevant code and data behind this thesis are available at this repository.
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https://github.com/louisarts/LLM_clustering
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Appendix A

Literature Survey

A.1 Compared Methods and Benchmarks

Algorithm Stage Citation Variant Encoder LLM
IDAS Before De Raedt et al. — MTP / GPT-3
[2023] paraphrase-mpnet (text-davinci-003)
ClusterLLM Before Zhang et al. ClusterLLM-I instructor-large gpt-3.5-turbo
[2023b]
ClusterLLM Before Zhang et al. Cluster LLM-I- instructor-large gpt-3.5-turbo
[2023b] iter
ClusterLLM Before Zhang et al. ClusterLLM-E-  eb-large gpt-3.5-turbo
[2023b] iter
Few-Shot Clust. Before Viswanathan et al. keyphrase Instructor / gpt-3.5-turbo-
[2024] expansion DistilBERT 0301
LLMEdgeRefine  After Feng et al. [2024] GPT-3.5 Instructor gpt-3.5-turbo-
0301
SPILL Before Lin et al. [2025] Summarizer E5 / Instructor (+ qwen2.5-7b /
(Gemma) LLM-as- llama3.1-8b /
embedder) gemma-2-9b
Cequel During Wang et al. [2025] TriangleLLM instructor-large gpt-40-mini
+WCSC
NILC During Wang et al. [2026] — USNID encoder gpt-4o-mini
k-LLMmeans During Diaz-Rodriguez FS-multiple text-embedding-3- gpt-4o0
[2026] small
k-LLMmeans During Diaz-Rodriguez +BERTopic BERTopic + gpt-4o
[2026] hybrid text-embedding-3-
small
LUMI Before Lin et al. [2026b]  instructor-large ~ MiniLM-L6 / gemma-2-9b /
+ Gemma instructor-large llama3.1-8b
Bag-of-Texts Before Lin et al. [2026a]  E5 backbone TF-IDF / BERT / gemma-2-9b-it
MiniLM / E5
LLM-MemCluster LLM-native Zhu et al. [2026] — — (encoder-free)  gpt-4.1-mini

Table 5: The 11 LLM-in-the-loop algorithms compared in this work, with one row per variant.
Stage denotes the primary intervention point in the taxonomy of §2.4. The variant, encoder, and
LLM columns give each paper’s headline configuration.

The exact dataset artefacts used for each corpus, with access dates, are [PolyAl, 2020, Greene
and Cunningham, 2006a, DeepPavlov, 2019, CLINC, 2019, Zhang et al., 2023a, Zhang and LeCun,
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Benchmark Year Dataset paper Criterion Documents are k N

BBC News 2006 Greene and Topic news articles 5 2,225
Cunningham [2006b]

DBPedia 2015 Zhang et al. [2015] Entity type encyclopedia abstracts 14 3,010

Tweet89 2016 Yin and Wang [2016] Topic news-event tweets 89 2,472

StackOverflow 2017 Xu et al. [2017] Topic programming Q&A titles 20 3,000

FewRel 2018 Han et al. [2018] Relation Wikipedia sentences 64 4,480

SNIPS 2018 Coucke et al. [2018] Intent voice-assistant queries 7 3,010

CLINC(I) 2019 Larson et al. [2019] Intent assistant utterances 151 5,500

CLINC(D) 2019 Larson et al. [2019] Domain assistant utterances 10 4,500

Banking77 2020 Casanueva et al. Intent banking queries 77 1,979
[2020]

FewEvent 2020 Deng et al. [2020] Event type event mentions 34 4,742

M-CID 2020 Arora et al. [2020] Intent COVID-19 queries 16 1,745

FewNerd 2021 Ding et al. [2021] Entity type entity mentions 58 3,789

MTOP(D) 2021 Liet al. [2021] Domain assistant commands 11 4,386

MTOP(I) 2021 Li et al. [2021] Intent assistant commands 102 4,386

ArXiv-S28 2023 Muennighoff et al. Topic paper titles 93 3,674
[2023]

MASSIVE(D) 2023 FitzGerald et al. Domain assistant utterances 18 2,974
[2023]

MASSIVE(I) 2023 FitzGerald et al. Intent assistant utterances 59 2,974
[2023]

Reddit-S2S 2023 Muennighoff et al. Topic post titles 49 6,000
[2023]

StackEx-S2S 2023 Zhang et al. [2023b]  Topic question titles 121 4,156

Table 6: Statistics on the 19 benchmark suite. Criterion is the main clustering criterion family,
and k£ and N give the number of benchmark clusters and documents. CLINC, MTOP and
MASSIVE appear twice, labelled by intent and by domain.

2015, MTEB, 2023a, Facebook AI, 2020, Held, 2021, MTEB, 2023b, Snips, 2018, Xu, 2017, Rakib,
2020].

A.2 Published Results by Method and Benchmark
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Appendix B

Experimental Configuration

B.1 Clustering Criteria

Benchmark Clustering criterion

ArXiv-S2S “which fine-grained arxiv subject category (e.g. c¢s.LG, math.AG, hep-th) the paper title
belongs to”

BBC News “which news topic area the article covers”

Banking77 “which banking customer-service intent the query expresses”

CLINC(D) “which general domain of assistant use the utterance belongs to”

CLINC(I) “which assistant-command intent the utterance expresses, that is what the user wants
done”

DBPedia “which type of entity the encyclopedia article describes”

FewEvent “which type of event the trigger word stated at the end of the text (‘The event trigger is
...”") denotes”

FewNerd “which entity type the entity named at the end of the text (‘The entity type of X’)
belongs to”

FewRel “which semantic relation holds between the two entities stated at the end of the text
(‘The relation between X and Y’)”

M-CID “which COVID-19-related user intent the utterance expresses”

MASSIVE(D)  “which domain of everyday assistant use the utterance belongs to”

MASSIVE(I)  “which assistant-command intent the utterance expresses, that is what the user wants
done”

MTOP(D) “which domain of assistant functionality the utterance belongs to”

MTOP(I) “which assistant-command intent the utterance expresses, that is what the user wants
done”

Reddit-S2S “which subreddit community the post title was written for”

SNIPS “which assistant-command intent the utterance expresses, that is what the user wants

StackEx-S2S
StackOverflow
Tweet89

done”

“which StackExchange community /site the question title was posted to”
“which programming technology or tool the question is about”

“which specific news story or event the tweet is about”

Table 7: The one-sentence clustering criteria used for each benchmark throughout this thesis.

B.2 Matched Configurations for the State-of-the-Art Comparison
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Method Encoder LLM NMI record

held on
Cequel instructor-large (Dec 2022) gpt-4o-mini (Jul 2024) Tweet89,
BBC News,
Reddit-S2S
ClusterLLM-E-iter e5-largel (Dec 2022) gpt-3.5-turbo (Mar 2023) ArXiv-S2S,
— eb-large-v2 (May 2023) FewRel
ClusterLLM-I instructor-large (Dec 2022) gpt-3.5-turbo (Mar 2023) MTOP(D)
ClusterLLM-I-iter instructor-large (Dec 2022) gpt-3.5-turbo (Mar 2023) StackEx-S2S,
FewEvent
IDAS MTPT (May 2022) text-davinci-003% (Nov 2022) StackOverflow
— paraphrase-mpnet (May 2021) — gpt-3.5-turbo (Mar 2023)
k-LLMmeans text-embedding-3-small (Jan 2024) gpt-4o (May 2024) Banking77,
MAS-
SIVE(D)
LLMEdgeRefine instructor-large (Dec 2022) gpt-3.5-turbo (Mar 2023) CLINC(D)
LLM-MemCluster none¥ gpt-4.1-mini (Apr 2025) FewNerd
— gemini-embedding-001 (Jul 2025)
LUMI instructor-large (Dec 2022) gemma-2-9b-it (Jun 2024) CLINC(I),
MTOP(I)
NILC UsNID! (Apr 2023) gpt-4o-mini (Jul 2024) M-CID,
— instructor-large (Dec 2022) SNIPS,
DBPedia
SPILL gemma-2-9b-it™ (Jun 2024) gemma-2-9b-it (Jun 2024) MASSIVE(D)

— instructor-large (Dec 2022)

An arrow (—) marks a component that could not be rerun. The model above the arrow produced the

published record and the model below it is the substitute this work used.

I eb-large was superseded by its authors’ e5-large-v2.

T an encoder fine-tuned by that paper’s authors (MTP, Zhang et al., 2022; USNID, Zhang et al., 2024b),
with no public checkpoint available to rerun.

i text-davinci-003 has been retired from the OpenAl API.

T LLM-MemCluster uses no encoder at all, while CLEAR requires one.

* SPILL embeds documents with its own language model’s internal states, which is not
available as a standalone encoder.

Table 8: For each record-holding method, the encoder and LLM behind its published results,
each with its release month, and the benchmarks it holds the published NMI record on. Model
references: Su et al., 2023, Wang et al., 2022, Reimers and Gurevych, 2019, OpenAl, 2024a,
Lee et al., 2025b, Gemma Team, Google, 2024, Zhang et al., 2022, 2024b, Ouyang et al., 2022,
OpenAl, 2023, 2024b, 2025.

B.3 Random Seeds

Random seeds are fixed throughout this work. The candidate test bed of research question 1 uses
seeds 0 to 2, the judge replicates use run numbers 1 to 10, the granularity estimators of research
question 2 use seeds 0 to 9, and CLEAR uses seeds 0 to 4.
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Appendix C

Prompt Templates

C.1 The Codebook Judge

You are designing a codebook for organising a corpus of documents by (criterion).

Below are 300 documents sampled from the corpus. Read them all, then write the
complete list of categories needed to organise this corpus by (criterion).

- Choose the granularity you judge most natural for this corpus and purpose; use
however many categories the corpus needs.

- Cover every category you can see evidence for in the sample.

- Do NOT invent categories that are absent, and do not force a round number.

- Definitions must be one line and mutually exclusive where possible.

- Plain text only inside names and definitions: mno double quotes, no backslashes.

Respond only with JSON:
{"categories": [{"id": 1, "name":

n n
e ey

"definition": "..."}, ...1}

Documents:
1. (document 1)
2. (document 2)
(all sampled documents)

Figure 15: The codebook-discovery prompt. (criterion) is the criterion sentence (Table 7) and
(document 1) etc. are the 300 sampled documents.

You are classifying one document by (criterion).

Categories:

1. (category 1 name) - (one-line definition)

2. (category 2 name) - (one-line definition)
(all codebook categories)

Which single category does the document belong to? If it truly fits none of them,
answer 0.
Respond only with JSON: {"category": <number>}

Document: (document)

Figure 16: The assignment prompt. (criterion) is the criterion sentence, (category 1 name) and
(one-line definition) etc. are the discovery prompt’s codebook categories with their definitions,
(document) is the document being classified and the literal <number> is the chosen category id.

75



C.2 Granularity Estimators

A corpus of (N) documents is to be organised into categories by (criterion).

Below are (n) documents sampled from it. Read them, then estimate how many
categories the FULL corpus needs. Choose the granularity you judge most natural.
Respond only with JSON: {"k": <integer>}

Documents:
1. (document 1)
2. (document 2)
(all sampled documents)

Figure 17: The prompt of the Direct granularity method. (criterion) is the criterion sentence,
(N) is the full corpus size, (n) is the sample size, 300 throughout, and (document 1) etc. are the
sampled documents. The literal <integer> is the estimate taken as k.

A corpus of documents is to be organised into categories by (criterion). Different
granularities of codebook can be valid.

Below are (n) documents sampled from the corpus. Propose THREE codebooks as lists

of category names (names only): ‘"coarse", "natural", "fine". Cover the whole
corpus.

Respond only with JSON:

{"coarse": [...], "matural": [...], "fine": [...]1}

Documents:

1. (document 1)
2. (document 2)
(all sampled documents)

Figure 18: The prompt of the Probe granularity method. (criterion) is the criterion sentence, (n)
is the sample size, 300 throughout, and (document 1) etc. are the sampled documents. k is the
size of the returned natural list.

Two documents from the same corpus. By (criterion), do they belong to the SAME
category?

Respond only with JSON: {"same": true} or {"same": false}

Document A: (document A)

Document B: (document B)

Figure 19: The same-category vote prompt of the Pairwise and Simpson methods. (criterion) is
the criterion sentence and (document A) and (document B) are the two sampled documents of
the pair.
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A corpus is being organised into categories by (criterion). Categories found so far:
- {category 1)
- (category 2)

(all categories so far, or “(none yet)”)

Below are (n) new documents. List ONLY the genuinely new categories (by (criterion))
needed for documents that fit none of the existing categories. If none are needed,
respond {"new": []}.

Respond only with JSON: {"new": ["...", ...1}

Documents:
1. (document 1)
2. (document 2)
(all documents in the batch)

These category names were collected while organising one corpus by (criterion).
Merge duplicates and near-duplicates and return the final deduplicated list of
category names.

Respond only with JSON: {"categories": ["...", ...]}

1. (category 1)
2. (category 2)
. {all collected categories)

Figure 20: The two prompts of the Sequential method. Top: the accumulation prompt where the
category list grows with each batch and reads “(none yet)” on the first. Bottom: the deduplication
prompt, where k is the size of the returned list. (criterion) is the criterion sentence, (n) is the

batch size, 20 throughout, (category 1) etc. are the category names collected so far and (document
1) etc. are the batch’s document texts.

C.3 The CLEAR algortitm

For each document below, write a phrase of at most 15 words capturing ONLY
(criterion). Drop everything else - tone, detail, phrasing. Keep the same order.
Return ONLY a JSON array of (n) strings.
Documents:
1. (document 1)
2. (document 2)

(all documents in the batch)

Figure 21: The rewrite prompt. (criterion) is the criterion sentence, (n) is the batch size, 25
throughout, and (document 1) etc. are the batch’s document texts.
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A corpus is organised by (criterion). 0One category is:

(category name) - (one-line definition)

Write (n) short documents that would clearly belong to this category and read like
real corpus entries.

Return ONLY a JSON array of (n) strings.

Figure 22: The exemplar prompt. (criterion) is the criterion sentence, (category name) and
(one-line definition) are the codebook category’s name and definition and (n) is the number of
example documents requested which is five throughout.

Documents grouped by (criterion). Give ONE short category name (2-6 words) by
(criterion). Name only.

- (central document 1)
- {central document 2)
(eight most central documents)

Figure 23: The cluster naming prompt of the boundary repair stage. (criterion) is the criterion
sentence and (central document 1) etc. are the eight documents closest to the cluster’s centroid.

Assign each document below to exactly one category from the codebook, organising by
(criterion) .
CODEBOOK:
1. (category 1 name)
2. {category 2 name)
(all categories)

Use category id O if a document fits none of them. Do not invent categories.
Return ONLY a JSON array with one entry per document, in order:
[{"doc":1,"category":<id>}, ...]
DOCUMENTS ({n)) :
1. (document 1)
2. (document 2)

(all documents in the batch)

Figure 24: The batched classification prompt. (criterion) is the criterion sentence, (category 1
name) etc. are the codebook’s category names, (n) is the batch size, (document 1) etc. are the
batch’s document texts and <id> is the category id the model returns.
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Appendix D

Supplementary Results

D.1 Research Question 1
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Figure 25: Per-benchmark judge validity on the generic-INSTRUCTOR test bed of clusterings with one
row per judge (continued on the next page). Per row: the raw judge—AMI correlation (orange), the partial
correlation controlling for the silhouette score and the Caliriski-Harabasz index jointly (light blue), and the
gap between the two (red). Bars are means over the ten runs, whiskers span the minimum and maximum
run, hatched bars are not significant in a majority of runs, and the black dashed line marks the median.
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Figure 25: Continued: gpt-4o, gpt-4o-mini and gpt-3.5-turbo.
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D.2 Research Question 2

Method W P

Codebook 60 0.267
Direct 73 0.395
Probe 94 0.984
Pairwise 75 0.441
Sequential 76 0.465
Simpson 86 0.738
Judge sweep 44  0.124

Merge convergence 72 0.374

Table 9: Two-sided Wilcoxon signed-rank tests of each estimator’s 19 per-corpus absolute errors
against the silhouette-argmax baseline (§3.2.3), with gemini-2.5-flash as the LLM.

Method Within-1.5x 1 Within £10% 1 Med. |[¢] 4 CCC 1 Spread |
Codebook 6/19 0/19 1.54 0.13 0.47
Direct 6/19 3/19 0.90 0.36 0.25
Probe 5/19 1/19 1.54 0.06 2.84
Pairwise 1/19 0/19 1.97 0.11 0.54
Sequential 0/19 0/19 2.55 0.04 0.58
Simpson 10/19 3/19 0.58 0.66 1.79
Judge sweep 7/19 2/19 1.40 0.34 1.09
Merge convergence 1/19 0/19 2.02 0.00 0.03
Silhouette-argmax (no LLM) 9/19 4/19 1.15 0.19 1.06

Table 10: Granularity estimation on the 19-benchmark suite with gpt-4o0-mini as the LLM and
generic-instruction instructor-large embeddings, with all statistics as defined in the statistical

protocol.
Method Within-1.5x 1 Within £10% 1+ Med. |[¢] 4 CCC 1 Spread |
Codebook 6/19 1/19 1.39 0.19 1.54
Direct 8/19 3/19 0.83 0.51 0.80
Probe 4/19 2/19 1.13 0.06 4.13
Pairwise 3/19 1/19 2.03 0.04 0.00
Sequential 1/19 0/19 3.01 0.06 0.82
Simpson 4/19 2/19 1.33 0.22 1.31
Judge sweep 7/19 3/19 1.13 0.23 1.35
Merge convergence 1/19 0/19 2.00 0.01 0.08
Silhouette-argmax (no LLM) 9/19 4/19 1.15 0.19 1.06

Table 11: Granularity estimation on the 19-benchmark suite with gpt-3.5-turbo as the LLM and
generic-instruction instructor-large embeddings, with all statistics as defined in the statistical
protocol.

D.3 Research Question 3
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Benchmark NMI ACC

SNIPS 96.0 £ 1.3 98.2 £ 0.8
MTOP(D) 944 +£ 0.7 97.0+£ 0.5
BBC News 92.7+£ 04 97.7+0.2
Banking77 922+ 14 82.6+6.2
Tweet89 89.1 £ 06 73.0+14
StackOverflow 87.7 £ 0.7 86.9 + 2.1
DBPedia 84.8 £ 2.7 TI5£T9
CLINC(I) 83.8 £ 0.7 56.2 & 3.1
MTOP(I) 815+ 1.1 55.1+ 3.8
M-CID 80.2 £ 1.1 73.2+3.2

MASSIVE(I)  79.0 + 0.8 64.7 + 1.1
MASSIVE(D)  75.0 +£ 0.5 70.6 & 1.8
StackEx-S25 738 +£ 0.8 61.0 + 1.4
Reddit-S28 69.4 + 0.2 66.3+04

ArXiv-S2S 67.2 0.3 53.5+£1.0
FewEvent 66.0 &= 0.8 47.8 £ 2.2
FewRel 65.1 £ 2.0 44.3 £6.1
FewNerd 64.1 0.9 449 +£0.8
CLINC(D) 59.1 £ 2.5 53.1+£4.2
Mean 79.0 68.6

Table 12: Per-benchmark clustering quality of CLEAR (gemini-embedding-001 embeddings, glm-5
as the LLM), as means and standard deviations over the five runs. These are the exact values for
Figure 7.
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Declaration of Generative AI Use

This declaration reports all use of generative Al in the production of this thesis, in accordance
with UCL’s policy on generative Al in assessment. The Al tool used was Anthropic’s Claude
family of Large Language Models (the Sonnet, Opus and Fable models), which were accessed
through the Claude Code assistant between June and September 2026. No other generative Al
tools were used.

The research questions, methodologies, the designs of the codebook judge and the CLEAR
algorithm, the criterion sentences, the choice of benchmarks and statistical protocols, all experi-
mental decisions and the interpretation of all results are fully of my own and no Al was used to
make these decisions. Every Al-assisted output described below was reviewed by me. No research

idea or citation from literature in this thesis originates from an Al response.

Software development

Al was used as a coding assistant to help with practical implementation and debugging the
following components. In every case I specified the design and intended behaviour, reviewed the
code, and verified its outputs. Generated code was reviewed by me and no third-party code was

knowingly reproduced without proper licencing.

e The research question 1 pipeline: corpus setup and embedding scripts, candidate partition
generation (§3.1.4), geometric metric computation (the label-free metrics of §2.3.1), the
judge’s codebook and assignment stages (Algorithm 1, Figures 15 and 16), the analysis-table
builder, the five judge-replicate scripts (the ten-run protocol of §3.1.4), and the two figure
scripts behind the judge figures (Figures 5 and 25).

e The research question 2 estimator implementations (§3.2.1), the silhouette baseline, the
replication runs on gpt-4o-mini and gpt-3.5-turbo (Tables 10 and 11), and the analysis
notebook behind the scoreboard and calibration figure (Table 2 and Figure 6).

e The CLEAR pipeline package (candidate pools, judge selection, boundary repair, caching,
run orchestration: Figure 4) and its study, baseline and selector-comparison scripts (Fig-
ure 12).

e The analysis notebooks and plotting code behind every figure in this thesis.

e The public repository accompanying this thesis: its structure, the ready-to-use command-line

tools for both algorithms.
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Correctness of this code was established through seed-controlled reruns, cross-checks of
computed statistics, and full regeneration of every figure and table from the result files. additionally,
every single line of code was checked by me for correctness for things like correct implementation

of formulae and the right data.

Data analysis assistance

AT assistance was used to execute and cross-check analyses that I specified, namely consistency
audits of every number quoted in this thesis against the underlying run data, the token cost
accounting of §5.2, and the Wilcoxon signed-rank tests of the k-means uplift (Figure 8). All
these statistics were double checked by me. The choice of tests, the choice of analysis (statistical
protocol) and all interpretation are fully of my own. Every single line of code for this data analysis
was double checked for correctness by me. Additionally, every input data point into any analysis

pipeline was double-checked to ensure the right data was being analysed and reported.

Thesis Writing Support

AT was used in an auditing capacity (review and revision) where it was used to check intermediate
thesis drafts for mistakes such as spelling, grammar, inconsistencies in notation, duplicated-content
review, correctness of captions, formatting, logical inconsistencies, scientific correctness, incorrect
citations, UK English spelling, and general clarity. These types of mistakes in intermediate drafts

were flagged by Al but any rewriting or correcting of those mistakes was fully done by me.

Research support

Al assistance was used to in an assistive capacity to help in the literature review. All literature
and claims were double checked by me. No technical content, theoretical claim or literature-review

finding in this thesis was sourced from an Al answer instead of the cited literature.

AT Usage Log
The following is a more detailed log of Al usage throughout the project:

¢ RQ1 pipeline: Task: Implementing the protocol scripts of §3.1. Interaction: I described
each stage (sample sizes, prompt structure, metrics, the ten-run replicate design) and
iterated until the code matched the required protocol. Verification: seed-controlled reruns
and re-computations of the reported correlations from the raw data files (and hand verifying

the inputs).

e RQ2 estimators: Task: Implementing the eight estimators of §3.2.1, the silhouette baseline
and both replications. Interaction: I specified each estimator’s procedure (grids, sample
sizes, vote counts, stopping rules). Verification: per-run estimates checked against the

stored run files and the median aggregation recomputed independently.
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CLEAR algorithm: Task: Implemented candidate pools, judge selection, boundary repair
(Figure 4), caching and orchestration. Interaction: I specified the mechanisms behind
the eight candidates, the tie-break order and the repair acceptance rule, and iterated on
caching edge cases. Verification: seed-controlled reruns reproduced identical results, and

final metrics were recomputed from the saved labellings.

Notebooks and figures: Task: Implemented the analysis notebooks and plotting code.
Interaction: I specified each exhibit’s content, layout and colour palette and iterated on the
rendered output. Verification: Every plotted number checked against the underlying result

files, and all notebooks were re-execute from the committed data.

Repository and tools: Task: Structured the public repository and wrapped both algo-
rithms as command-line tools. Interaction: I specified the layout and tool behaviour, built
on the existing pipeline functions. Verification: End-to-end smoke runs on the example

corpus and full notebook re-execution from the restructured layout.

Consistency audits: Task: Verified every quoted number against the run data. Interaction:
I asked for each statistic to be recomputed from the committed files and mismatches reported.

Verification: I re-derived any flagged discrepancy myself before correcting the text.

Token cost accounting: Task: Computed the expected costs of §5.2 (Table 4) and the
suite totals. Interaction: I specified the what numbers to account for. Verification: I

re-derived the cost-table entries myself and confirmed the measured totals against them.
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